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Abstract
Neutrinos have been shown to have non-zero mass, however how they generate their
tiny mass is an open question. One well motivated possibility is that neutrinos have
Majorana masses. This mechanism results in the neutrinos behaving as their own antiparticle, which could provide a mechanism for the matter to anti-matter asymmetry
in the universe.
The most sensitive test of whether neutrinos have Majorana masses is the observation of neutrinoless double-beta decay (0νββ). The half-life of this neutrinoless mode
is more than a million times that of the observed two neutrino mode of double-beta
decay (2νββ) which is many orders longer than the age of the universe. As such,
experimental searches for this 0νββ decay are heavily background dominated. The
EXO-200 collaboration and the nEXO collaboration investigate one isotope where
2νββ has been observed,

136

Xe. In this work two, completely distinct, methods to

improve discrimination of 0νββ decay from backgrounds are discussed.
The first method is through analysis techniques that attempt to fully exploit the
observed topological information to distinguish 0νββ from γ backgrounds. A ‘discriminator’ variable is constructed using multivariate classification based on machine
learning techniques to combine weaker observables that were not previously accessible
to the fit into a single dimension. These techniques have been implemented with the
currently operating EXO-200 detector and greater discrimination achieved.
The second method is a hardware-centric approach for a future generation of
0νββ detector that could be an extension to the proposed nEXO experiment. This
approach of daughter-ion identification, the observation of

iv

136

Ba resulting from ββ

decay, discriminates backgrounds from the 0νββ and the 2νββ decay, which has vanishingly small contribution with percent-level energy resolution. One such path to
do so requires extraction from high pressure gas (10 bar) to vacuum of heavy ions
from similarly heavy medium with high efficiency. Work on a prototype extraction
apparatus and lessons learned are presented here.
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Introduction

1.1

The Neutrino

2

1.2

Neutrino Oscillation

3

1.3

Majorana Neutrinos

5

1.4

Double Beta Decay

6

1.4.1

Current Limits on Neutrinoless Double Beta Decay

10

As the second most abundant particle in the universe, neutrinos are everywhere.
Neutrinos have very small masses and weak interactions with matter that make experimental handle to study neutrinos difficult, thus neutrinos possess important unknown
properties. One such unknown property, whether neutrinos are Majorana particles,
could explain why the universe is here, by providing a mechanism for matter to dominate anti-matter [1] that results in the baryon asymmetry observed in our universe.
Furthermore this property could provide a more natural explanation for the neutrinos
very small masses.
In the following, I will contextualize this property (chapter 1), summarize relevant
details of the EXO program (chapter 2) which attempts to determine this property by
searching for a hypothetical, rare, nuclear decay, and discuss work done as a member
of the EXO-200 collaboration (chapter 4) and the nEXO collaboration (chapter 5) to
improve the discrimination between the relevant decay and various backgrounds in
1
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2

software and in hardware, respectively.1

1.1

The Neutrino

The existence of neutrinos was first postulated just under a century ago [2] in order
to preserve the conservation of energy in beta decay. Beta decay is a nuclear process
where a neutron bound in an atomic nucleus decays into a proton emitting an electron,
and an electron anti-neutrino. Without the production of any neutrinos the energy
associated with the electron after such a decay would be fixed with a value equal
to the full energy of the decay (Q-value). However, observations of the energy of
this electron are distributed over a spectrum of energies less than the Q-value. An
emitted neutrino, which leaves the system without interacting, solves the issue of this
‘missing’ energy. For the conservation of electric charge, this decay also requires that
the neutrino be electrically neutral, unlike any other fermion.
Since then, neutrinos, produced by many processes have been identified as originating from many sources [3]. Neutrinos have been directly observed from: nuclear
reactors [4], the sun with a flux of 1010 cm−2 s−1 [5], the earth [6], and supernovae [7].
There is a chance that, someday, the neutrinos from the very start of the universe, the
cosmic neutrino background (CvB), may also be directly observed. The CvB neutrinos were emitted orders of magnitude earlier than the cosmic microwave background
(CMB). In the average patch of space, the CMB has the greatest number density,
closely followed by the CvB, which in turn has ten orders greater number density
than normal baryonic matter [8]. This makes neutrinos the second most abundant
particle in the universe.
Neutrinos were originally included as massless particles in the Standard Model
of particle physics [9], which characterizes the fundamental building blocks of nature
and how they relate to three of the four fundamental forces (electromagnetic, weak,
and strong, but not gravity). Neutrinos are produced and observed in one of three
flavor eigenstates – νe , νµ , and ντ – each corresponding to a generation of charged
lepton in the Standard Model (e, µ, and τ respectively) and determines the neutrino’s
1

Labeled sections that are not enumerated provide supplemental details.
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interactions via the weak force.

1.2

Neutrino Oscillation

Neutrinos produced in one flavor eigenstate are observed some time later in other
flavor eigenstates. Furthermore, this neutrino oscillation and shows periodic dependence on time. The 2015 Nobel prize [10] was awarded for the discovery of these
neutrino oscillations which proved that neutrinos actually possess mass. Were neutrinos massless they would have no measure of time in their frame of reference, and
thus be unable to undergo such neutrino oscillations. Furthermore, such oscillations
show that the neutrino flavor eigenstates differ from the neutrino mass eigenstates –
ν1 , ν2 , and ν3 with respective masses m1 , m2 , and m3 . The mass eigenstate that has
the largest overlap with the νe flavor eigenstate is labeled as ν1 . The PontecorvoMaki-Nakagawa-Sakata mixing matrix U relates the flavor and mass eigenstates, and
is defined as
|νl i =

X

Uli |νi i ,

(1.1)

i

where l indexes the flavor eigenstates (e, µ, τ ) and i indexes the mass eigenstates
(1, 2, 3) [9].
Neutrino oscillation experiments constrain this mixing matrix by measuring the
mass splitting squared between the mass eigenstates and the overlap of the flavor and
mass eigenstates. Each particular experiment contributes mostly to the measurement
of one particular mass splitting, ∆m2ij = m2i − m2j . For a survey of neutrino oscillation experiments see [11]. Solar neutrino oscillation experiments have determined
that m2 > m1 with ∆m221 = 7.5 × 10−5 eV2 [9]. Atmospheric neutrino oscillation experiments have shown that m3 is either the lightest or heaviest neutrino mass and
∆m232 = ±2.5 × 10−3 eV2 [9].
Two hierarchies of neutrino masses are possible for the measured mass splittings.
The case where m1 < m2 < m3 is known as the normal neutrino mass hierarchy as ν1
is the lightest, which parallels how e is the lightest charged lepton. The other allowed
case, where m3 < m1 < m2 , is then known as the inverted neutrino mass hierarchy.

4
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Figure 1.1: The possible neutrino mass hierarchies (normal and inverted) are
shown [12]. ∆m221 = 7.5 × 10−5 eV2 from measurements of solar neutrinos, and
k∆m232 k = 2.5 × 10−3 eV2 from atmospheric neutrino experiments [9]. The overlap
of each mass mass eigenstate with the flavor eigenstates is shown in color.
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5

These hierarchies, and the overlap between the mass and flavor eigenstates, are shown
in figure 1.1. Whether the normal or inverted neutrino mass hierarchy is correct, and
the exact mass of the lightest mass eigenstate, or equivalently the sum of the neutrino
masses, are unknown.
The sum of the neutrino masses can be constrained through cosmological surveys
that look at the formation of cosmic structures and their evolution. These limit the
total mass of the neutrinos to .0.2 eV [9].2 Precise measurements of the β decay
spectrum near the Q-value can constrain the neutrino masses more directly by measuring the mass of a particular flavor eigenstate. An upper limit of 2 eV for the mass
of the electron antineutrino has been obtained from investigating the β decay of tritium [16, 17]. KATRIN is soon to come online, and is expected to set a limit an order
of magnitude better [18].

1.3

Majorana Neutrinos

All the charged fermions in the Standard Model generate their mass from a Dirac
mass term. However, the oscillation measurements and the limits on the sum of the
neutrino masses show that while neutrinos are massive, they are more than six orders
of magnitude lighter than the electron, the next lightest fermion. Thus to generate
neutrino masses via the same Dirac mass term as the charged fermions requires an
abnormally small coupling. A more natural explanation of these small neutrino masses
requires an additional neutrino mass term. This eponymous Majorana mass term, for
neutral fermions such as the neutrino, was first introduced by Ettore Majorana [19].
A general neutrino mass term combines the Dirac and Majorana mass terms:
 mL
 mR

LD +LM = −mD ΨL ΨR + H.c. −
ΨcL ΨL + H.c. −
ΨcR ΨR + H.c. , (1.2)
2
2
where mD is the Dirac mass term, mL (mR ) is the left-(right-)handed Majorana mass
2

Such limits combine several cosmological measurements under the assumption of a lambda cold
dark matter cosmology per [13]. There are hints of stronger constraints, such as .0.2 eV [14], and
other very recent results that are starting to see hints of non-minimal (∼0.056 eV) total neutrino
mass at (0.11 ± 0.03) eV in [15].

6
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term, and ΨL and ΨR the chiral projections of the neutrino field Ψ. For one neutrino
flavor eigenstate ν, this can be rewritten with a mass matrix M as:

LM +D

1
=
2

"

νL
(νR )c

#c

"
M

νL
(νR )c

#

"
+ H.c. , for M =

mL mD
mD mR

#
(1.3)

and generalizes for N neutrino flavor eigenstates [20]. For non-degenerate M a set
of eigenstates φk with positive masses mk can be found, where φk = φck [21]. Such
eigenstates are Majorana particles.
If mR  mD  mL , the resulting eigenvalues are approximately −m2D /mR and
mR with the lighter eigenstates corresponding to the familiar set of light left-handed
neutrinos suppressed from a natural mass scale by unobserved heavy right-handed
neutrinos. This is known as the ‘see-saw’ mechanism [21] and these heavy neutrinos
would have masses near the order of the GUT scale (∼1025 eV).
A Majorana nature violates lepton number conservation, contributing to the asymmetry of matter to anti-matter. The observation of neutrinoless double beta decay
(0νββ) is the most sensitive test of whether neutrinos possess a Majorana nature [22].

1.4

Double Beta Decay

Neutrinoless double beta decay may only occur for nuclides where the Standard Model
nuclear process of two neutrino double beta decay (2νββ) can occur. Figure 1.2 (left)
shows the Feynman diagram for this 2νββ decay:
A
ZX

(1.4)

−
→A
Z+2 X + 2e + 2ν̄e ,

where two neutrons bound in a nucleus of mass number (A) undergo beta decay
simultaneously increasing the nuclear charge (Z) by two, and leaving the mass number
unchanged.
This 2νββ decay was first observed indirectly in 1950 for

130

Te [27], fifteen years

after it was theorized [28]. Since then this second order nuclear process has been
directly measured in several more nuclides, examples of which are listed in table 1.1

7
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p

n
W−

p

n

ν̄e

W−
e−

e−

νe
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ν̄e
p

−

n

2νββ

p

0νββ

Figure 1.2: Feynman diagrams for 2νββ (left) and for the standard mechanism for
0νββ (right), from [12].

Table 1.1: Nuclides and their Q-values for ββ decay, with measured 2νββ decay halflives, from [23], and available at [24]. Precision values are supplied for 136 Xe from [25]
and [26], respectively.
Nuclide

Q-value [keV]

2νββ
T1/2
[yr]

48

Ca

4267.0

(4.39 ± 0.58) × 1019

76

Ge

2039.06

(1.43 ± 0.53) × 1021

82

Se

2996.4

(9.19 ± 0.76) × 1019

96

Zr

3349.0

(2.16 ± 0.26) × 1019

Mo

3034.37

(6.98 ± 0.44) × 1018

Cd

2813.44

(2.89 ± 0.25) × 1019

Te

2527.51

(7.14 ± 1.04) × 1020

Xe

2457.83 ± 0.37 [25]

(2.165 ± 0.016[stat] ± 0.059[sys]) × 1021 [26]

Nd

3371.38

(8.37 ± 0.45) × 1018

100

116

130
136
150

8
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with their measured energy and decay rate. These 2νββ decays are the slowest directly
measured processes in the universe; in particular the 2νββ decay of 136 Xe which takes
10 orders of magnitude longer than the age of the universe to occur.
The mass of a nucleus for a given A depends on the nuclear charge, m(A, Z).
Nucleii tend to decay to the isotope with the minimum mass. For ββ decay to be
observed, it must be to the isotope with minimum mass m(A, Z0 ), and
(1.5)

m(A, Z0 ) < m(A, Z0 − 2) < m(A, Z0 − 1)

is required. In a set of nucleii with a fixed even A, those with odd Z have an additional
mass contribution versus those with even Z of roughly 24A−1/2 MeV [29]. For certain
A, this permits two even Z nuclei with mass less than any odd Z nuclei. These nuclei
will not undergo single β decay, but the heavier may decay to the lighter through ββ
decay when it is has lower Z.
There are additional nuclides to those in table 1.1 that are expected to undergo
ββ decay, but only two more (110 Pd and

124

Sn) with Q-values, equal to m(A, Z) −

m(A, Z + 2), greater than 2 MeV [31]. Rate of the ββ decay tends to increase rapidly
with increasing Q-value, leaving those as the relevant candidates for the observation
of 0νββ.
Xenon-136 is the 0νββ candidate nuclide that is investigated by the EXO program
(chapter 2). Several isotopes of mass number 136 with atomic number surrounding the lowest mass isotope,

136

Ba, are shown in figure 1.3. This figure shows the

(2457.83 ± 0.37) keV Q-value of the ββ decay from
that the single beta decay from
The 2νββ decay of

136

136

Xe to

136

136

Xe into

136

Ba (Qββ ) [25], and

Cs is energetically forbidden by 90 keV.

Xe was first observed by EXO-200 [32], and has a measured

half-life of (2.165 ± 0.016[stat] ± 0.059[sys]) × 1021 yr [26].
If neutrinos are Majorana particles, the 0νββ mode, where no neutrinos are emitted, is possible. If this decay exists, it would be rarer than the 2νββ decay; the 0νββ
half-life of

136

Xe has been shown to be at least a thousand times rarer than that of

the 2νββ decay of 136 Xe. The signature of this 0νββ decay is that full Q-value remains
with the electrons and hence in the detector. Detectors directly searching for 0νββ

9
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Figure 1.3: Nuclear mass differentials to 136 Ba, the nuclide of atomic number 136
with minimal mass, for nuclides within three units of nuclear charge. The mass
differential between 136 Xe and 136 Ba is (2457.83 ± 0.37) keV [25]. 136 Cs is 2548.2 keV
more massive than 136 Ba, and undergoes β decay with a half-life of 13.16 d [30]. Thus
the single beta decay from 136 Xe to 136 Cs is energetically forbidden. From [12].
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Figure 1.4: Spectra for 136 Xe comparing 100 2νββ events (blue) per 1 0νββ event
(red) from EXO-200 Monte Carlo simulations at Phase-II energy resolution. This
rate of 0νββ has been excluded by more than a factor of a hundred, but is used for
demonstration purposes.
record observations of individual events where energy is deposited in the detector at
some time. Looking at the spectrum of energy observed for these events, the 0νββ
mode would appear as a peak at the endpoint of the 2νββ mode spectrum, smeared
only by the ability of the detector to measure the energy of the decay (the energy
resolution). With only 2νββ as a background, a relative rate of one 0νββ event per
hundred 2νββ events would appear as in figure 1.4 for the EXO-200 detector with the
energy resolution achieved in its Phase-II operations.

1.4.1

Current Limits on Neutrinoless Double Beta Decay

For rare event searches, which are usually background dominated, limits calculated
by an experiment can be dominated by fluctuations in the background. For such
searches, an appropriate figure of merit is rather the sensitivity. This sensitivity is
defined as the median expected upper limit from an ensemble of experiments with
only expected backgrounds and no signal [33].
There are several proposed mechanisms for the hypothetical process of 0νββ decay.
Figure 1.2 (right) shows the specific internal Feynman diagram that corresponds to
the original mechanism proposed in [34] of light neutrino exchange. Assuming this

11
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mechanism, considered the standard mechanism for 0νββ, limits on and sensitivity to
the 0νββ decay half-life (T0ν
1/2 ) for different nuclides can be converted into constrains
on the absolute neutrino mass scale [35], and an effective Majorana neutrino mass,
mββ , as
2

0ν
,
|hmββ i|−2 = T0ν
1/2 G0ν M

(1.6)

where G0ν is the phase-space factor, and M 0ν is the nuclide specific nuclear matrix
element. Note that the 0νββ decay may only be observed if mββ 6= 0.
Even for the standard mechanism there is a wide range of M 0ν values for different
models of nuclear structure. Due to this uncertainty in nuclear theory, and mechanism
for the 0νββ decay, certain nuclides could be favored by an order of magnitude over
others. Thus multiple nuclides should be investigated for best chance at observation
of 0νββ. Such observations must be confirmed across multiple nuclides to validate
theories and understand the underlying mechanism. As such, a global program investigating multiple nuclides with multiple techniques is appropriate. Using multiple
techniques per nuclide can avoid unknown backgrounds.
Currently the best limit set by a single experiment on the neutrinos’ Majorana
mass is 61–165 meV that comes from the limit on the 0νββ half-life of
sured by KamLAND-Zen at

0ν
T1/2

136

Xe, as mea-

> 1.07 × 10 yr in [37]. Comparison of the limits on
26

and sensitivity to the half-life of the 0νββ decay of

136

Xe (EXO-200 [36], KamLAND-

Zen [37]) to that of 76 Ge (GERDA [38]), and to that of 130 Te (CUORE [39]) is shown
in figure 1.5. The wide olive bands show the factor of almost ten effect of using different nuclear theories [40–42] to calculate the effective Majorana neutrino mass from
the half-life of these nuclides for the standard mechanism for 0νββ. The figure also
shows the now excluded claim of observation by Klapdor-Kleingrothaus et al. [43].
Next generation experiments have a good shot at discovering 0νββ decay. A measure
for this is the median, 3σ, discovery potential, defined as the half-life where 50 %
of experiments reject the null hypothesis of no 0νββ decay at the 99.7 % confidence
level. For surveys of the sensitivity and the discovery potentials of next generation
experiments see [44, 45].

12
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Figure 1.5: Comparison of half-life sensitivities and limits on 0νββ searches of 136 Xe
(EXO-200 [36], KamLAND-Zen [37]) to 76 Ge (GERDA [38], top), and to 130 Te
(CUORE [39], bottom). Diagonal (olive) bands between axes show the range of
conversion between half-life of each nuclide and effective Majorana mass (in eV)
for choices of nuclear matrix element models: EDF [40], SkyrmeQRPA [41], and
QRPA [42]. Grey band (top) is the now excluded claim of observation in [43].
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The Enriched Xenon Observatory (EXO) program searches for 0νββ decay in 136 Xe.
EXO currently consists of two collaborations. The first, the EXO-200 collaboration,1
is currently operating an experiment, which is detailed in chapter 3. The second,
the nEXO collaboration,2 is currently performing research and development for a
proposed experiment, at the tonne scale, to succeed the EXO-200 experiment.
Both experiments are centered around liquid xenon (LXe) time projection chambers (TPCs). TPCs [46] achieve both 3D position reconstruction and energy measurement. This enables the search for 0νββ, which deposits energy of Qββ at a point
in the detector. These energy deposits will be distributed uniformly in the LXe that
is enriched in

136

Xe from the natural isotopic abundance of 8.9 % [47] to 80.6 % in

EXO-200 and is proposed to be enriched to 90 % for nEXO.
Energy deposited in the LXe creates ionization of xenon and scintillation light.
The scintillation light is collected promptly, while the electrons created are drifted
by an electric field to an anode for collection. Position along the direction of the
electric field is determined by the delay between these signals. Position in the plane
1
2

https://www-project.slac.stanford.edu/exo/
https://nexo.llnl.gov/
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130
cm

46
cm

EXO-200 TPC

nEXO TPC

Figure 2.1: A comparison of artists renderings for the currently operating EXO-200
TPC (left [12]) and (an early version of) the proposed nEXO TPC (right [49]). For
more on the EXO-200 TPC see figure 3.2. The main changes for the nEXO TPC are:
an increase in scale as shown, and a change in layout to a single vertical drift region
from a pair of drift regions sharing a central cathode.
perpendicular to the electric field is determined from the collected ionization signal.
Energy deposits where the TPC records such signals are referred to as events. The
total energy deposited in the LXe per event is determined by combining energy estimates from the ionization signal and the scintillation signal while accounting for their
anti-correlation [48].
nEXO will use similar technologies as EXO-200, and is proposed to operate for
ten years. Chapter 3 provides details of the EXO-200 experiment with a focus on its
TPC. Figure 2.1 compares the nEXO TPC to the EXO-200 TPC, showing how the
TPC scales when the active (instrumented for observation) mass is scaled up from
110 kg by a factor of ∼50.
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There are a few major differences in the nEXO TPC design that build on experiences with the EXO-200 TPC. For the largest possible homogeneous drift region, the
130 cm length is not split into two regions by a shared cathode as in EXO-200. This
means only one side of the TPC needs to be instrumented to collect the ionization
signal. For thermodynamic reasons, this instrumentation package is placed at the
top of the vertically oriented TPC, facing a reflective cathode on the bottom. nEXO
plans to use modular units to collect the ionization signal. These charge-detecting
‘tiles’ [50] are not transparent to light, so the scintillation light will be collected along
the sides.
The projected sensitivity and discovery potential of the nEXO detector to 0νββ
for a baseline concept is shown in figure 2.2 for 10 yr of livetime. nEXO is expected
to push sensitivity to 0νββ to 9.2 × 1027 yr, an improvement of 250x over the current
EXO-200 sensitivity. This level would, for the standard mechanism of 0νββ, fully cover
the parameter space allowed in the case of the inverted neutrino mass hierarchy, for
more details on the nEXO experiment see [51]. There is a possibility to further push
the sensitivity of the nEXO experiment with a unique technique known as barium
‘tagging’, discussed in section 2.2.

2.1

Sensitivity to 0νββ in

136

Xe

The extremely long half-life of the 0νββ decay, exceeding 1025 yr, presents a series of
challenges for the search (with any candidate nuclide), as radiation from other sources
tends to produce a rate of events at energies near Qββ that dominates the expected
rate of 0νββ events. For a search dominated by backgrounds, the sensitivity will be
proportional to the fluctuations in the number of background events. If, in addition,
this background is flat in energy near Qββ , the sensitivity to 0νββ half-life roughly
scales as

r
0ν
T1/2

∝

t · Nobs · f · ε
,
∆E · B

(2.1)

where Nobs is the number of source atoms of the element, f is the isotopic enrichment
of these source atoms in the 0νββ candidate, ε is the efficiency of observing the signal,
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Figure 2.2: The reach of the nEXO experiment over a 10 yr running period is compared to that of EXO-200. The bands show the uncertainty on the conversion from
half-life to mββ due to the choice of the nuclear matrix element. The allowed regions
of mββ and smallest neutrino mass in the case of the normal (N.H., left, red) and
inverted (I.H., right, blue) neutrino mass hierarchies are shown. This baseline nEXO
experiment would fully probe the parameter space allowed by the inverted hierarchy
with such a 10 yr run. From [51].
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t is the exposure time, B is the background rate per unit energy near Qββ , and ∆E
is the energy resolution of the detector near Qββ . This rough understanding guides a
look at several properties of 136 Xe relevant to addressing the challenges of such a rare
event search.
On some properties of

136

Xe

The search requires production of the signal, which means amassing a sufficiently large
quantity of the isotope to observe (Nobs ) in order to achieve results in a reasonable
time (t). Generally the procurable form of the element has the natural abundance of
the candidate isotope which is typically .10 %. Thus the active mass of the detector
is generally not pure isotope but rather mixed with other isotopes of the same element.
There are two routes the mass of the isotope under investigation can be increased:
adding more mass of the element to the detector (Nobs ), or by enriching the used
mass in the candidate isotope to a greater fraction (f ). Xenon is a noble gas, and
136

Xe is the heaviest stable xenon isotope; this makes it relatively straightforwards to

enrich

136

Xe to 80–90 %, using centrifuge technology.

Once there is enough candidate isotope to observe, events in the detector must
be distinguished between 0νββ decay (signal) and radiation from other sources (background). The 2νββ decay is an unavoidable background to the 0νββ search, energy
is the only proven method to distinguish the 2νββ and 0νββ decays. Thus energy
must be observed for any detector, and adequate energy resolution (∆E) obtained.
LXe TPCs can achieve such resolution at the 1 % level near Qββ , after accounting for
anti-correlation between the scintillation and ionization signals. At this resolution,
the background rate from the intrinsic 2νββ contribution near Qββ is much less than
from other sources. Further further improving the resolution, is only beneficial and
not critical to the 0νββ search, as these other backgrounds can be distinguished with
non-energy information and reduced by other means.
These other backgrounds are typically produced by γs due to natural decay chains
headed by long lived radioisotopes, such as uranium-238 and thorium-232. These radioisotopes are present at low levels in materials used in the construction of the
detector. LXe TPCs are operated as monolithic detectors, where the xenon is both
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the source and detector medium, and are able to access additional topological information such as spatial extent and position of events. The spatial extent of an event
can discriminate these γ backgrounds as they tend to deposit energy in more than one
interaction which occur within timing resolution of the TPC due to Compton scattering. The position can discriminate typical backgrounds as they do not arise from
the bulk of the detector, but rather externally. Determination of the 3D position of
events allows discriminating backgrounds originating in the inner volumes of the TPC
versus those produced outside the TPC. Typical γ-backgrounds at energies near Qββ
have an attenuation length of 8.5 cm in LXe [52], and do not penetrate very far into
the LXe volume. Furthermore, there is a potential additional feature to discriminate
signal which is uniquely feasible for

136

Xe among all 0νββ candidates. This feature is

the identification of the final state of the

136

Xe 0νββ decay,

136

Ba, and is known as

barium tagging, which will be explained in detail in section 2.2.
These additional pieces of information allow rates of these other backgrounds in
the completely homogeneous, extremely pure, inner volume to be measured using the
outer volume of the TPC. Detector designs ensure low levels of backgrounds in the
innermost TPC volumes, by avoiding long lived radioisotopes and cosmogenic backgrounds. To avoid long lived radioisotopes, detector components and especially the
medium need to be ultra-radio-pure. The budgeting of these backgrounds for EXO200 is in [53]. With a solid medium any impurities are permanent, while for xenon,
operated as a liquid or gas medium, allows for continuous recirculation through purifiers to remove any chemically active, radioisotopes and electronegative impurities
from the Xe volume. To greatly reduce the rates of cosmogenic backgrounds, experiments are situated deep underground, where activation occurs only at a low rate.
There are no long lived xenon isotopes produced via activation from cosmogenic
sources. The most prominent isotope produced is

137

Xe with a half life of 3.8 min.

EXO-200 has demonstrated the ability to identify captures producing 137 Xe [54], and
then reduce the background by vetoing periods for several half lives following such
capture events with marginal loss of exposure.
Finally, if 0νββ is observed in an enriched

136

Xe detector, confirmation can be

obtained by observing it scale with the enrichment fraction. Unlike crystal detectors,
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Xe detectors are easy to convert from using enriched xenon to using xenon with

natural abundance, as the instrumentation does not need to be replaced, just new
xenon piped in.

2.2

Barium Tagging

The possibility of background reduction for the

136

Xe 0νββ search by detection and

identification of the barium daughter ion (barium tagging) has been proposed two
decades ago [55]. Performing tagging would make the 0νββ search essentially background free (up to the contribution from 2νββ), and hence the search is not limited
by fluctuations in the background. Thus, the sensitivity improves from scaling with
the exposure (N · t) as
0ν
T1/2
∝

√
N ·t

(2.2a)

to scaling directly with the exposure,
0ν
T1/2
∝ N · t [55].

(2.2b)

The nEXO experiment operated with barium tagging could achieve the same sensitivity in 2 yr as the baseline nEXO experiment operated over 10 yr. Operations with
tagging would allow the nEXO experiment to attack the parameter space allowed by
the normal hierarchy over the full range of minimum neutrino mass. Figure 2.3 shows
a comparison of the best case that could be obtained with tagging versus the baseline case for nEXO operations. This best case is where 2νββ is the only background
contributing, which for nEXO’s projected 1 % resolution near Qββ is ∼40× less than
backgrounds expected from other sources in the volume of the innermost 2000 kg LXe
(figure 14 in [51]), and an even larger reduction is expected in the outer volume. The
detailed comparison of the cases for nEXO shows slightly less improvement in sensitivity to half-life than the simple model predicts. Part of this reduction is due to
the statistics with tagging being insufficient to apply Wilk’s theorem [56], requiring
construction of confidence intervals, and achieving slightly less sensitivity. The longer
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Figure 2.3: The sensitivity to the 0νββ half-life for the nEXO baseline design is
compared for two scenarios. First assuming realistic backgrounds and second where
the only background present is the 2νββ contribution. The case of only 2νββ is the
best possible result of performing barium tagging. Only two years of running in the
second case achieves the same sensitivity as 10 yr without tagging. Calculations of the
sensitivity in the 2νββ-only case can no longer rely on the Wilks’s approximation [56]
as the number of expected events is too low. Prepared for [51].

CHAPTER 2. THE ENRICHED XENON OBSERVATORY

21

an experiment is able to record data, and the larger the experiment (with constant
backgrounds), the greater the improvements that barium tagging can provide.
Barium tagging is still to be fully demonstrated for use in a xenon TPC. Successfully tagging the barium daughter requires the following sequence of events:
T1) determination if the event is of interest
T2) localization of the event
T3) probe for the presence of any barium at the location
For tagging to be practically implemented, it must be efficient, tend not produce
false-positives, and not come at too great a cost on livetime. As such, each step
must be performed efficiently and without losing too much livetime. The first step
(T1) generally reduces to quickly checking that the energy of the event is near Qββ .
This allows executing tagging for only on order one event per day which means that
tagging can interrupt normal data collection for several minutes with minimal effect
on livetime. The second step (T2) reduces to the online reconstruction of events
determined to be of interest. This is just a requirement on compute power. These
steps have been demonstrated with EXO-200, and the compute power available should
scale with the increased data rate for nEXO. The third step (T3) is the most difficult
in this sequence and is not yet demonstrated in full. As such, several approaches to
doing so are under investigation by the nEXO collaboration [57–61], as well as by
others [62]. This third step is often further broken down into:
T3.a) extraction of any barium from the identified volume
T3.b) identification of any barium
This detection step (T3) is being investigated for use in both LXe and gaseous
xenon (GXe) detectors. The main handle on extracting and manipulating the barium
daughters is electric fields. After a ββ decay the barium ion is highly likely to remain
ionized at the Ba++ or Ba+ level. The high likelihood of remaining ionized was shown
in liquid xenon for the β decay of

214

Pb with EXO-200 [63] and a similar likelihood

(&75 %) is expected for ββ decays. The initially produced Ba++ may charge exchange
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to Ba+ as the second ionization energy is greater than the LXe band gap while the
first ionization energy is not. The barium ions are more likely to stay ionized in gas
xenon [64] and to not undergo such charge exchange.
For LXe detectors, the nEXO collaboration is investigating several approaches.
These methods tend to insert some type of probe into the LXe to collect any barium
ions, which results in livetime losses. The first, and currently most promising, approach is trapping the barium ion in a solid xenon (SXe) matrix on a cold probe tip,
where it neutralizes, followed by fluorescence imaging of the barium atom in the SXe
matrix [57]. A second method is the extraction via adsorbtion of barium to a surface.
The surface is then removed from the TPC and then the barium is removed from the
surface via ablation, followed by identification via resonant ionization spectroscopy
and time of flight mass spectroscopy [58]. Alternatively removal of ions from such
a surface via thermal desorbtion is also under investigation. Identifying barium absorbed to the surface of a probe is currently limited by barium in that surface which
could produce false coincidences between observation of barium and events in the
tagging process [60, 61]. The use of a capillary probe to avoid using such a surface in
the extraction and go directly from the liquid to gas phase is also under consideration
within the collaboration.
GXe detectors are appropriate to study details of the kinematics and opening angle of the decay, which could distinguish between mechanisms for the 0νββ decay [21].
GXe detectors for the 0νββ search would be operated at several bar to localize the barium daughter [65]. GXe TPCs, for the 0νββ search, have been operated at 5 bar [66],
and will be operated at up to 15 bar [67]. To implement tagging with GXe detectors,
the final part of the third step (T3.b) has been demonstrated in the collaboration.
Conversion of any remaining Ba++ into Ba+ was shown in [68, 69] and separately
identification via resonance fluorescence of Ba+ in a linear trap was shown in [70].
Thus the key step still to be demonstrated is the extraction of barium ions from a
xenon gas at pressures of ≥1 bar.
A full barium tagging chain for a possible high pressure GXe detector, which
searches for the decay of 0νββ, is depicted in figure 2.4. First, ions are drifted from
the region of the decay to a port in the TPC, where ions are extracted into vacuum
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Figure 2.4: A possible sequence of steps to execute barium tagging from a gaseous
xenon detector. Ions are drifted to a port in the TPC then ions are extracted into
vacuum with an RF-only ion-funnel. Any potential Ba++ is converted into Ba+ then
trapped in a linear ion trap where it is identified. This can be done in this trap by
laser fluorescence spectroscopy and then, optionally, confirmed by time of flight mass
spectrometry, which is also available for investigating ions of other species. From [71].
with an RF-only ion-funnel (chapter 5). After this, any barium ions that remain
doubly charged, Ba++ , are converted into Ba+ by charge exchange. Finally ions are
trapped in a linear ion trap and identified first by laser fluorescence. Additional
time of flight mass spectrometry could be used to confirm the identity and quantify
contaminants. Such a chain could possibly also be used from a LXe detector with
initial extraction through a capillary probe [72, 73]. Progress on the highly efficient
extraction of ions from high pressure gas into vacuum will be discussed in chapter 5.
Manipulation of the ions inside a high pressure GXe TPC has not yet been studied in
detail. One possibility is that ions near ports could be guided using RF-carpets [74],
while regions of the bulk could be selected by switching the electric field inside the
TPC.

Chapter 3
EXO-200

3.1

The Detector

26

3.2

Energy

30

3.3

Topology

34

3.3.1

Single-Site vs Multi-Site

36

3.3.2

Event Position

38

3.3.3

Finer Details

41

The EXO-200 experiment is located, 655 m underground, in the Waste Isolation
Pilot Plant (WIPP [75]) outside of Carlsbad, New Mexico, USA. WIPP is the only
operating deep geologic repository for the permanent disposal of transuranic waste
generated by the American nuclear defense program. The EXO-200 experiment is
located in a drift a kilometer away from the panels (regions) used for waste storage,
in a separate air circulation route.
EXO-200 was commissioned in May 2011, and made the first measurement of the
2νββ decay mode of

136

Xe shortly thereafter [32]. Consistent, low background (LB),

physics data collection (Phase-I) began September 2011 and was ended in February
2014 by a pair of incidents that shut down access to the WIPP underground. With
data from Phase-I, EXO-200 improved the measurement of the 2νββ decay mode of
136

Xe to (2.165 ± 0.016[stat] ± 0.059[sys]) × 1021 yr [26], and set a limit on the 0νββ
24
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EXO-200

100 m

Figure 3.1: A map of the WIPP underground [75]. The drift (E-300) where EXO200 is located (between N-1400 and N-1100), and the location of each incident are
indicated. Drifts run north to south, while crosscuts run east to west, and are labeled
by their distance to the salt handling shaft in feet. The waste panels are 100 m wide.
The air circuit serving EXO-200 takes air from the air intake shaft, past the location
of the salt haul truck fire, north on E-0, through the EXO-200 experiment, and then
returns the air to the exhaust shaft. The radiation release occurred in a separate air
circuit, that merges in downstream of EXO-200 just before the exhaust shaft.
0ν
decay of T1/2
> 1.1 × 1025 yr [76].

The pair of incidents that occurred in February 2014 in the WIPP underground
were a salt haul truck catching fire and an unrelated radiological release which occurred soon after in one of the panels. The location of EXO-200, and these incidents,
in the underground at WIPP are shown in figure 3.1. As physical access to the EXO200 experiment is required for ongoing maintenance and regular operations, once it
was clear that access would not be quickly restored after these incidents, the enriched
xenon in the EXO-200 experiment was safely recovered to storage bottles and the
detector warmed under remote control. There was no access to the detector for the
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year following the incidents.
Once access was restored in a limited manner, the detector’s health was assessed.
The EXO-200 drift was covered in soot from the burning of the truck’s tires, which
occurred upstream in the same air circuit, and the drift and all systems installed
outside the cleanroom had to be thoroughly cleaned. In a proof of the cleanroom’s
HEPA air filtration system, although particulate counts spiked during the first two
hours of the fire, no visible soot was found inside the cleanroom. No issues with
the EXO-200 detector were found in a series of coarse tests. Thus, after completing
maintenance and accommodating two years of salt creep, the EXO-200 detector was
refilled and recommissioned in January 2016. In the initial data collected, there was
no evidence of either incident contaminating the EXO-200 TPC. Thus, the EXO-200
electronics were upgraded for improved energy resolution in the next, ongoing, period
of LB data taking (Phase-II) begun May 2016.

3.1

The Detector

A brief description of the EXO-200 detector highlighting some features and focusing on its core, the LXe TPC, follows, for a more complete description see [77]. At
WIPP, the TPC is installed in a double-walled cryostat inside of a class 1000 cleanroom. Plastic scintillation panels surround the cleanroom on four of the six sides in
order to identify cosmogenic muons, which reach WIPP’s 1624 meter water equivalent depth [54], that pass near the TPC. This enables EXO-200 to veto prompt
backgrounds, such as neutron capture γs and muon bremsstrahlung, associated with
these muons.
The TPC is further isolated from external radioactivity by nested layers of passive
shielding. Lead blocks, of 25 cm thickness, surround the outer vessel of the cryostat,
leaving a minimal (per construction tolerances) volume of air (‘air gap’) between the
blocks and vessel.1 Further shielding is provided inside the cryostat by high purity
cryofluid (HFE-7000 [78]) that fully surrounds the TPC in a layer at least 50 cm thick.
This HFE-7000 is also used to maintain the TPC at a uniform temperature of 167 K.
1

In Phase-II, a ‘de-radonator’ device was installed to flush the air gap with low radon air.
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Long lived radio-impurities, especially those due to U and Th, in components near
the LXe were reduced by carefully selecting and processing materials [53], and using
these materials sparingly in construction. Thus, the TPC is contained in a cylindrical,
inner, copper vessel only 1.37 mm thick that is 40 cm in diameter and 44 cm in length.
The TPC contains an active mass of 110 kg of LXe that is enriched to 80.6 % in 136 Xe,
with the remainder dominated by (19.1 % of)

134

Xe.

Figure 3.2 shows the EXO-200 TPC as contained in the inner vessel. The TPC is
split into two, nearly identical, drift regions (TPC 1 and TPC 2) by a shared, optically
transparent, cathode. Electric field uniformity is improved in each drift region by
grading the applied voltage in ten steps with field shaping rings. Each TPC drift
region has a nearly cylindrical, inner volume that contains only LXe, with a 192 mm
length and a 183 mm radius. This radius extends to a set of Teflon reflector tiles,
located immediately inside of the field shaping rings, that are used to improve light
collection. Interactions depositing energy in the LXe isotropically emit scintillation
light of wavelength 178 nm and produce ionization.
The scintillation light is collected promptly at the end of each drift region by an
array of avalanche photodiodes (APDs). The APDs produce a signal proportional to
the number of scintillation photons that collect on its surface. Each array contains 234
APDs that are grouped for readout into ‘gangs’ of 5–7, neighboring APDs, matched
to share similar bias voltages [79].
The ionization charge is drifted by the electric field, and collected 6 mm in front of
each APD array on a set of wires (U-wires), as shown in figure 3.2. The U-wires are
distributed with a pitch of 9 mm. For reliable tensioning while undergoing cryogenic
cycling, and transparency of the electric field, each individual U-wire is a photo-etched
assembly, consisting of three wires with a pitch of 3 mm, that is tensioned by a built-in
spring.
Each drift region ends 6 mm in front of the U-wires, at a second set of wires (Vwires) that cross the U-wires at 60◦ . These V-wires are constructed identically to
the U-wires but biased at a sufficiently lower voltage so that they are transparent
to the ionization charge. Thus, the V-wires only observe induction signals while the
ionization charge is collected by the U-wires.
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Figure 3.2: A schematic showing a cutaway of the LXe vessel containing the TPC at
the heart of the EXO-200 experiment. An energy deposit (star) isotropically emits
scintillation light of 178 nm wavelength (purple squiggles), which collects promptly on
both APD planes, and produces ionization (green e− ), which is drifted by an electric
field to a set of U-wires where it is collected. The relevant components, for measuring
these scintillation and ionization signals, are identified with components and labels
in matching colors. The two drift regions (TPC 1 and TPC 2) are split by a shared,
optically transparent, cathode (blue). The uniformity of the electric field (orange)
over these drift regions is enhanced with field shaping rings (brown). Teflon reflector
tiles (black), just inside these field shaping rings, improve light collection. The inset
shows a side view (top) of the V-wire then U-wire then APD planes, and a head
on section view (below) showing the 60◦ crossing of the U-wires and V-wires. The
x-direction is perpendicular to the U-wires.
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These charge collection and induction signals determine the x-y position in the
plane perpendicular to the electric field, with the x-direction perpendicular to the
U-wires. The delay between the collection of the light signal and the charge signal
is converted to a z-position using the electron drift-velocity in LXe as determined
in [80]. Finally, the y-direction is chosen for an orthonormal xyz basis.
Each APD gang, U-wire, and V-wire is instrumented for readout as a single hardware channel. The collection of all channels of a particular kind (APD, U-wire, and
V-wire) in a drift region is referred to as a ‘plane’ (e.g. a U-wire plane). Each APD,
U-wire, and V-wire plane consists of 37, 38, and 38 channels respectively, all of which
are digitized at 1 MS/s. When either an individual U-wire channel or APD channel goes above a threshold or the sum of all the APD channels go above a different
threshold, a readout of all of the channels is triggered and the 2048 sequential samples
centered in time on the trigger are recorded as a ‘frame’.
Interactions in the detector triggering a frame are known as an event, and their
details are reconstructed from its frame. Each channel is checked for signals, which
are then grouped into ‘clusters’ of signals that are likely to come from the same ‘site’
(interaction) in the detector, as in [26]. Then the core information for the 0νββ search,
the energy of the event, and further topological information are reconstructed from
these signals. The 0νββ search then uses a maximum likelihood fit, this ‘final fit’ is
described in detail in section 4.1, of the data to Monte Carlo (MC) simulation that
simultaneously determines the rates of 0νββ signal and all backgrounds.
The detailed detector response is modeled with a Geant4 [81] based MC simulation. An earlier version of the EXO-200 MC was described in detail in [26]. The MC
creates simulated event frames by propagating energy deposits through the detector
to produce waveforms on every channel which are then reconstructed in the same
manner as data frames. The detector response is compared between data and MC
using calibration data. Several γ sources (60 Co,

226

Ra, and

228

Th) are deployed to

positions within 10 cm outside of the vessel via a guide tube that wraps around the
exterior on three sides. The 2νββ component is the dominant source of events in the
core of the TPC. For comparison to MC, a ‘subtracted 2νββ’ dataset is created by
subtracting out fitted rates of identified backgrounds, along a dimension of interest.
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Early EXO-200 MC sufficiently reconstructed simple information about events
such as the energy spectra of backgrounds. These initial observables are quite powerful and were often easier to model as they tend to be somewhat detector independent properties. Finer scale topological and more detector specific information about
events have the potential to improve the search for 0νββ. Reconstructing these observables sufficiently well that the additional information improves the 0νββ search
by more than errors on the observables penalize it, requires greater precision in the
MC modeling of the detector and finer tuning of parameters. Several additional observables that describe fine details of the U-wire response are now sufficiently well
reconstructed due to three key improvements to the MC since [26], namely using 3D
diffusion, using the 3D wire geometry near the U-wire plane, and using real noise
sampled from the TPC. In the following, the more straightforwards observables of
energy and coarse topology will be discussed first, then the additional topological
observables accessible with the improved MC will be introduced.

3.2

Energy

The essential observable for the 0νββ search is the total energy of the event, recall
figure 1.4. The energy of the event is estimated separately from the scintillation and
ionization signals as Escint and Eion respectively. The best energy estimate, near Qββ ,
combines these estimates in to a ‘rotated’ energy:
(3.1)

Erot = Eion · cos(Θ) + Escint · sin(Θ) ,
with Θ the ‘rotation angle’.

Periodically, the full range of calibration sources are deployed to a full range
of positions to produce events covering all the LXe volume with a range of different
energies. A more frequent calibration is taken, on a weekly basis, with 228 Th deployed
at the same z position as the cathode. For such a standard weekly

228

Th calibration

run from early Phase-II, the event distribution over each of the three energy estimates
(scintillation, ionization, and rotated) is shown at right in figure 3.3 with the relation
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Figure 3.3: The distribution of events observed during a typical 228 Th source run
during early Phase-II is shown in two ways, with arrows pointing out the 208 Tl full
absorption γ-peak at 2615 keV. At left the anti-correlation between estimates of event
energy using the scintillation signals or the ionization signals is shown. Per event,
equation 3.1 projects these estimates onto the rotated energy axis, shown in red. At
right the energy spectra as projected on to the rotated energy, scintillation energy,
and ionization energy axes are compared and the resolution at the 208 Tl peak noted
in the legend. EXO-200 performs significantly better at measuring ionization energy
than scintillation energy due to incomplete light collection. Courtesy Manuel.
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between them (showing the anti-correlation) at left.
In Phase-I, excess correlated noise on the APD channels limited the scintillation energy resolution and introduced a time variance. This was addressed offline in
software, with an algorithm known as ‘de-noising’ that optimally estimates the scintillation energy of the event [82]. This algorithm balances the additive noise from the
detector electronics across APD channels against the significant shot noise (statistical fluctuations) on a single APD channel on an event-by-event basis using a detailed
characterization of the EXO-200 detectors position response and these sources of
noise.
The source of the correlated noise on the APD channels was identified in hardware,
and post recommissioning the electronics boards for the APD channels were replaced
to address it. Removing this excess correlated noise on the scintillation channel improved the energy resolution and the stability of the scintillation energy response.
Even after the upgrade, EXO-200 performs significantly better at measuring ionization energy than scintillation energy, as shown in figure 3.3, due to incomplete light
collection. Thus, the rotated energy resolution was further enhanced by increasing
the partition of energy into the ionization channel by increasing the cathode bias from
−8 kV to −12 kV (from an electric field of 380 V/cm to 567 V/cm). This increase in
electric field marks the start of Phase-II data collection.
Calibration runs were required on a weekly basis in Phase-I to account for the time
variance, even with the de-noising, and weekly optimal rotation angles determined
to minimize the rotated energy resolution. Calibration is still performed on a weekly
basis in Phase-II, though much less time variance is observed. The weekly values of
the energy resolution for Phase-I and Phase-II are compared in figure 3.4, as measured
at the

208

the

Th source is deployed at the same z position as the cathode. The weekly

228

228

Tl (2615 keV) full absorption γ-peak for the standard calibration run where

Th calibrations are also used to measure the ‘electron lifetime’, the loss in charge

collection due impurities in the LXe. After a selection cut of electron lifetime above
2 ms, the electron lifetime averaged 4 ms in Phase-I LB data (3 ms in Phase-II). This
leads to losses of .5 % in charge collected over the maximum drift length, which
corresponds to 115 µs in Phase-I (110 µs in Phase-II) [80].
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Figure 3.4: EXO-200 energy resolution as measured on a weekly basis at the 208 Tl
(2615 keV) γ peak with the standard calibration. Phase-II energy resolution improved
by the electronics upgrade achieves the de-noised energy resolution in Phase-I. This
upgrade was followed by increasing the cathode bias to −12 keV to further improve
the resolution which marks the start of Phase-II. From [36].

Table 3.1: Energy resolution at Qββ for the full set of calibration source runs, weighted
by physics data collection time, for deployments at cathode and anode positions. The
combined resolution weights the calibrations at these positions equally to obtain the
final estimate of energy resolution over the entire detector used for the LB dataset.
This Phase-I energy resolution is after the de-noising algorithm has been applied.
Cathode

Anode

Combined

Phase-I

1.44 %

1.32 %

1.38 %

Phase-II

1.30 %

1.16 %

1.23 %

σ(Qββ )/Qββ
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The fitted energy calibrations are grouped into periods with similar levels of noise
then combined, weighted by the LB physics live time in that period. Better resolution
is observed for source calibrations deployed near the anode versus near the cathode,
where more scintillation and ionization signal is collected. Table 3.1 shows the final
energy resolution at Qββ for LB data in Phase-I and Phase-II after averaging the
resolution estimates of cathode and anode source runs to best approximate resolution
in the bulk.
Just the rotated energy estimate is currently used in the final fit of the 0νββ
search. Information in the separate energy channels is only used to discriminate α
events. The energy deposited by αs is highly localized, resulting in a larger rate of
recombination. Hence for such deposits, a larger fraction of the energy lies in the
scintillation channel than in a β- or γ-like deposit. These events are excluded from
the final fit via a ‘diagonal’ cut on energy, a linear function on ionization energy that
sets a maximum scintillation energy.

3.3

Topology

TPCs reconstruct the position of individual sites of an event in the detector and other
detailed spatial information. The 3D position of these sites is used to correct the
energy estimate due to positional dependence of the TPC. The dominant corrections
come from differences in the light collected from a site, with less of the scintillation
light collected near the center of the detector, and the electron lifetime correction for
ionization that drifts further before collection [26].
Topology information can also be used more directly as a dimension in the final fit.
This use allows discriminating between sources in the LXe bulk versus in the exterior
of the TPC. Furthermore, topology information can also be leveraged to discriminate
the type of event, as γs will tend to deposit their energy over a larger region in the
TPC than βs.

35

CHAPTER 3. EXO-200

SS

MS
Ɣ

2
1

Ɣ
1

r

β

1

3
2

z
Figure 3.5: A schematic detailing examples of two separate single-site (SS) events
(left) and a multi-site (MS) event (right). The SS events are representative of βs
and γs that deposit energy over a site smaller than the position resolution of the
detector (∼3x finer than drawn grid). Usually, γs have multiple sites separated by
more than the spatial resolution of the detector, and will reconstruct multiple clusters.
A γ with two reconstructed clusters is shown at right, with the first two deposits (as
enumerated) separated by the γ attenuation length near Qββ .
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Single-Site vs Multi-Site

A simple yet very powerful observable to measure the spatial spread of an event is
the multiplicity, used both in informing the energy estimate and in the final fit to
discriminate between signal and background. The multiplicity of an event is, to first
order, the number of separate sites where energy was deposited that the reconstruction
is able to identify (clusters). The biggest correction is increasing the multiplicity in
the cases of events that collect on three adjacent U-wires if only one cluster was
identified. The detector has resolved clusters with 3D separations of ∼1 cm, roughly
by the pitch of the wire planes. The LXe, with a density of ∼3 g/cm3 , attenuates γs
entering the bulk with an absorption length of 8.5 cm [52] at Qββ . Such γs will tend
to deposit energy at multiple sites as the size of the detector is &4 absorption lengths.
This multiplicity variable is typically binned into two categories: single-site (SS)
events (with multiplicity of one) and multi-site (MS) events (everything else). The
types of events this variable classifies into SS vs MS are shown schematically in figure 3.5. This classification into SS and MS places ∼90 % of 0νββ as SS and ∼80 % of
the backgrounds near Qββ as MS. This classification was the only topological information used directly in the fit, in the first 0νββ search that EXO-200 performed [83].
The quality of this assignment to (classification as) SS or MS is measured by the data
to MC agreement for the SS-fraction that is defined as the fraction of all events which
are SS (SS/[SS + MS]). This comparison of data and MC is shown as a function of
(rotated) event energy for Phase-I and Phase-II in figure 3.6.
This SS vs MS classification is further used in the EXO-200 analysis to separately
calibrate energy resolution. The energy resolution shown in table 3.1 is for SS events,
the most relevant resolution for the 0νββ search. The MS energy resolution is slightly
worse at Qββ , and up to 20 % worse at lower energies, than the SS resolution. The
MS energy resolution could be better corrected by more fully using the light response
per channel, but the main physics goals of EXO-200, such as the 0νββ search, tend to
involve SS signals and are somewhat insensitive to the MS resolution, so such work
has not yet been prioritized. The SS events are better localized in the detector, with
all their energy at one position allowing for a straightforwards correction of their light
response as opposed to MS events.
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Figure 3.6: Comparison of SS-fractions for Phase-I (top) and Phase-II (bottom) data
(markers) and MC (lines) for the subtracted 2νββ spectrum, and the calibration
sources deployed at the cathode position. 2νββ spectrum was truncated at 2150 keV
in Phase-I (2100 keV in Phase-II) where statistics are too low to ensure a pure 2νββ
set by subtracting backgrounds. More data collected allows for a pure 2νββ sample
at higher energies.
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Figure 3.7: Comparison of the distance to the cathode over all clusters in an event
for Phase-I data (markers) and MC (lines) for the subtracted 2νββ spectrum, and the
calibration sources deployed at the cathode position. The bins besides the outermost
are equal in volume, this again shows the attenuation of γs from the sources in the
LXe at positions further from the cathode.

3.3.2

Event Position

The TPC also reconstructs the 3D position of the event, which is important in correcting the position dependence of the energy measurement. Of particular interest to
the energy calibration is the z position, which is used per site of an event to correct
the ionization measurement for the losses while drifting per the electron lifetime. As
such efforts have been made to get reasonable agreement between data and MC. A
comparison of the minimum distance in z from the cathode for 2νββ and the sources
used for calibration is shown in figure 3.7 for Phase-I. The energy dependence on z is
corrected out, however other properties of an event still show z dependence.
Most backgrounds observed are nearly axially symmetric about z, meaning that
the radial position is more important than x or y on their own. The radial position and
the z position are combined into a single more powerful dimension, called the ‘standoff
distance’, for inclusion directly in the final fit, as in the previous 0νββ search [76] with
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Figure 3.8: The standoff distance of an event is defined as the minimum over all
reconstructed clusters of the minimum distance to the boundary of the bulk, either
radially to the Teflon or along the drift-direction to a V-wire plane. For this event,
with two clusters, the shortest of all these distances is 1z between the first cluster
and a V-wire plane.
EXO-200. The standoff distance is calculated as the shortest distance between any
cluster and the boundary of the detector bulk. A schematic showing the calculation
of the standoff distance is shown in figure 3.8. The calculation of standoff distance
minimizes, over all clusters, the radial distance to the Teflon panels and distance
along the drift to a V-wire plane. This calculation only uses the expected position
of these boundaries. Specifically, the Teflon reflector consists of separate tiles which
slightly bulge in near the resistor chain, which is not considered. The cathode is not
a main source of γs, so is not included in this definition. The α contributions from
the cathode are excluded via the diagonal cut on energy and the fiducial volume cut.
Sources distributed over the bulk of the LXe produce events evenly distributed
over standoff as weighted by volume, while external sources will tend to produce events
with standoff nearer zero. A comparison of the standoff for 2νββ and the calibration
sources used in Phase-I between data and MC is made in figure 3.9 (top). The
disagreement at smallest standoff observed between data and MC is thought to come
from a failure to properly account for fringing fields due to the field shaping rings,
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Figure 3.9: Comparison of standoff distance for SS events with Phase-I (top) and
Phase-II (bottom) data (markers) and MC (lines) for the subtracted 2νββ spectrum,
and the calibration sources deployed at the cathode position. The sources are external
to the TPC whereas the 2νββ is evenly distributed in the bulk. The binning is
volumetric besides the bin at smallest standoff. The selection for Phase-II data has
an additional radial cut to decrease disagreement in the bins at high radius (low
standoff) over the Phase-I data shown, for final fits this cut was included for both
Phase-I and Phase-II.
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that may be fixed in next round of MC production. The disagreement was decreased
with an additional radial cut, that was used in final fits to Phase-I and Phase-II data,
at a small cost to the fiducial volume considered. Figure 3.9 (bottom) performs the
comparison between data and MC for Phase-II, showing the improvement with the
cut included.

3.3.3

Finer Details

With the improvements to the reconstruction and MC in EXO-200 that was mentioned, additional information about the spread of individual clusters in an event is
accessible via new observables that look finer structure details of the U-wire waveforms. These variables tend to provide further discrimination by measuring the spread
in a particular dimension (x, or z). They were not initially considered as they tend to
provide less discrimination between signal and backgrounds, and properly modeling
them required more detector specific details. With the improvements they show sufficient agreement, between data and MC, to consider using in the final fit (section 4.1)
depending on whether the additional discriminating power they provide to the final fit is greater than the additional errors introduced by considering the additional
information (section 4.3).
The first such variable is the number of U-wires with collection signals (# U
collection). This counts the number of different U-wires where charge was collected
from the event. Due to the modification to multiplicity, SS events only have ionization
collection signals on either one or two neighboring U-wires. Clusters that drift further
tend to collect on more U-wires due to transverse diffusion. The constant of transverse
diffusion for electrons in LXe was tuned to match the fraction of SS events collecting
on only one U-wire (the 1-wire fraction) based on the distance the ionization cluster
drifted before collection for a variety of electric fields in [80]. The final MC with this
best fit transverse diffusion constant as compared to without diffusion is shown in
figure 3.10. Including diffusion brings the 1-wire fraction versus z into good agreement
with data and reproduces the almost 50 % increase in 1-wire fraction for clusters
drifting the least versus the most.
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Figure 3.10: The correction of the 1-wire fraction due to the inclusion of diffusion
for 228 Th source data and MC as performed in [80] is shown. The MC without
diffusion showed no increase in the size of clusters that drifted the furthest distance
(Z ∼ 0 mm) over those drifted the shortest distance (kZk ∼ 200 mm). Including a
fitted transverse diffusion constant for electrons of 55 cm2 /s shows good agreement
between data and MC for Phase-I calibration data; matching the increase in the size
of the energy cloud as it drifts that results in more collection on two U-wires.
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Figure 3.11: Comparison of the number of U-wires with collection signals with Phase-I
data (markers) and MC (lines) for the subtracted 2νββ spectrum, and the calibration
sources deployed at the cathode position. Any event with more than two collection
signals is forced into MS. A large portion of the difference in 2νββ and these sources
is due to the average z of the events.
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For a given z, this number of U-wires with collection signals discriminates events
that are larger along the x direction. The β-like events tend to have low # U collection
than γ-like events. The comparison of # U collection for 2νββ and the sources used for
calibration deployed near the cathode is shown figure 3.11. Note that the differences
between 2νββ and γ-like in the figure also includes the difference due to z distribution
as the events from sources deployed near the cathode tend to drift further in the
detector.
A second topological variable with promise to explain the finer details of an event
is the risetime. The risetime is defined as a maximum over all clusters of the cluster
risetime. The cluster risetime considers the sum waveform of all ionization signals
in the cluster and finds the length of time between the sum waveform first reaching
5 % and 95 % of the maximum. This measures the duration over which ionization
collection occurs, and informs on the size of the clusters along the direction of the
drift (z). An example of an event classified as SS with an unresolved scatter along
the z-direction is shown in figure 3.12. Such events are in the upper tail of the
risetime spectrum, and much of the power in this observable is in identifying such
events. The spectrum of risetime is compared between calibration sources and 2νββ in
figure 3.13 for Phase-I data and MC. The risetime required refining finer parameters
of the MC not directly contributing to the energy response. In particular, the peak of
the risetime distribution in SS data is matched in MC by setting the average velocity
of electrons between the U-wire and V-wire planes.
A third observable to extract more information from the U-wires is the number of U-wires that have induction signals next to U-wires that observe collection
(# U induction). This attempts to note whether the electrons are near the edges of
the U-wires they collect on, again having higher value for larger events at the same
energy. This observable was investigated and found to not currently have sufficient
source agreement for its potential increase in discrimination power. The MC underpredicts the number of SS events with induction signals on two neighboring channels
by a factor of 2. This bin being the one holding the most promise for discriminating
backgrounds at energies near Qββ . Investigations are ongoing to determine the source
of the discrepancy between data and MC. Checking properties like whether the MC
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Figure 3.12: U-wire signals for a SS event collecting on one wire (channel 105), which
presents an unresolved scatter in the z-direction, are shown. The risetime is measured
as the time between 5–95 % of the total collection as shown by the black interval.
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Figure 3.13: Comparison of risetime for Phase-I data (markers) and MC (lines) for
the subtracted 2νββ spectrum, and the calibration sources deployed at the cathode
position. SS events are compared at left, and MS events compared at right. For MS
events risetime is taken as the maximum over all clusters, and the difference between
2νββ and the calibration sources is much less.
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Figure 3.14: Comparison of the number of U-wires with induction signals next to a
U-wire with a collection signal for Phase-I data (markers) and MC (lines) for the subtracted 2νββ spectrum, and the calibration sources deployed at the cathode position
split into the SS and MS datasets.
does not currently use a sufficiently large slice between the U-wire and V-wire planes
for the weighting potential, or if the MC is not being stepped finely enough, or if
there is some error arising in reconstruction. Correcting this high bin should improve
the strength and make using this number of U-wires with induction signals a viable
source of extra information. Figure 3.14 makes a comparison between calibration
sources and 2νββ for Phase-I data and MC. Note that higher energies tend to increase
# U induction. Part of the difficulty in modeling this observable is that the induction
signals are more difficult to model than those of collection.
The EXO-200 collaboration has also investigated single observables that attempt
to contain all of this information of spread in x and z of singles clusters as well as
the multiplicity. The class of such continuous multiplicity metrics that was the most
developed was using using minimal spanning trees (MST) over various inputs. These
MST metrics are graph theoretic constructs that create a set of edges connecting all
the input vertices with the minimal sum of the length of the edges. For further details
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Figure 3.15: Comparison of the U-MST metric for Phase-I data (markers) and MC
(lines) for the subtracted 2νββ spectrum, and the calibration sources deployed at the
cathode position. The EXO-200 U-wire pitch of 9 mm is picked up in the second SS
peak which is mostly two nearly simultaneous collections on adjacent U-wires. In
MS there are further events with high multiplicity and higher than shown U-MST,
especially for the sources.
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see chapter 5 of [84]. The best reconstructed MST metric investigated is the U-wire
MST metric (U-MST) takes as input all charge collections observed and uses their
U-coordinate and their relative z positions (from the delay between the collection on
each U-wire using the drift velocity). This U-MST simultaneously discriminates over
the x and z extent. Figure 3.15 compares the shape of the Phase-I data and MC for
the 2νββ and calibration sources. The 9 mm pitch of the U-wires is evident in the UMST metric for the SS events, with a U-MST of 9 mm corresponding to simultaneous
collection on neighboring wires, and the tail between 0–9 mm corresponds to time
separation on the same wire. However, this construct is somewhat more complex
than the previous observables that take advantage of the U-wire information e.g.
# U collection (for x) and risetime (for z), and regions of poor agreement between
MC and data are not isolated towards extreme values of the observable. This makes
fine tuning of the MC model to improve the agreement of the U-MST considerably
more difficult.

Beyond U-wires
The exact details of the non-U-wire channels are harder to simulate and as such are
not currently ready to exploit in a final fit. Down the road there is more information
that could be gleaned from the exact APD response and from the V-wire signals.
Currently the APD light is not modeled in the EXO-200 MC, rather the position
dependence of the light collection (the light map) is measured empirically by the
calibration runs. Several efforts have been undertaken to model the light response,
but have been inconclusive, especially due to issues understanding the Teflon in the
LXe at the xenon scintillation wavelength. The V-wire signals are more difficult to
model than the U-wire signals, as the V-wire planes are unshielded and only see
induction signals. Thus, precise MC simulation of the V-wire response over the full
ionization drift duration is required. The current MC does not achieve sufficient
precision. Thus, currently the only information extracted from the V-wires is its use
in determining y-position.
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EXO-200 has successively refined its analysis to the point where, currently, no
single analysis improvement is expected to improve the main search for 0νββ by a
factor of two. Instead a path of improvement is to find several tweaks each improving
the sensitivity to 0νββ by 5 %. One method to improve the analysis, by including
more information, is discussed here.
First the ‘fitting’ framework and machinery used to search for 0νββ (or ‘the fit’) will
be covered. Then direct inclusion of topological variables into the fit will be discussed.
Finally the combination of these topological variables into a single ‘discriminator’
variable, using machine learning techniques, to use in the fit will be discussed.
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EXO Fitting

Expected events for the 0νββ signal and each background component are modeled with
the EXO-200 detector MC, and processed into a binned probability density function
(PDF). These PDFs are then simultaneously fit to the LB (low background) data
observed by the EXO-200 detector, determining both the rates of the 0νββ signal and
backgrounds. The LB data from Phase-I and Phase-II are fit separately to exploit the
improved energy resolution in Phase-II and confirm that the rates of backgrounds did
not change due to the incidents.1 The form of the fit, and the PDFs and constraints
that go in to the fit are described in the following.
Per phase, the negative log likelihood function (NLL) consisting of three terms,
NLL = NLLSS + NLLMS + Gc

(4.1)

is minimized (equivalent to maximum likelihood). These terms account for the fit to
SS data and MS data separately, as NLLSS and NLLMS respectively, and includes
additional information from individual studies as constraints in Gc . The fits to the LB
data are performed over the main observable, energy, and any additional dimensions
of interest, separate sets of dimensions may be used for the fits to the SS and MS
datasets.
Splitting the data, instead of including SS and MS as a dimension of the fit,
privileges the SS vs MS classification and allows for its errors to be accounted for
in one of the constraints (G.3). Furthermore such a division is natural to reflect
differences in the calibration of SS and MS events. Using the MS data in this way,
rather than cutting it, constrains the contributions of backgrounds in the SS dataset
which is critical to the search for 0νββ.
The fit using only energy of this form is referred to as the basic fit. The fits use
1

Currently these phases are fit asynchronously, marginally better limits may be obtained fitting
the rates of PDFs in each phase simultaneously.
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binned PDFs and assume data generated by Poisson processes, so that
NLLm =

X

(4.2)

fb − db log fb + log db ! ,

b∈Bm

for m the classification SS or MS, Bm the binning of that classification, db the number
of events (counts) observed in bin b, and fb the counts predicted by the model in bin
b for a given set of parameters, where the final term is independent of the model
parameters. This NLL is minimized numerically using MINUIT in RooFit [85].
The data selection criteria are based on the prior 0νββ search [76]. An additional
selection cut reduces

137

Xe contributions by vetoing events within 19.1 min in the

same drift region of events that may indicate neutron capture on

136

Xe. This cut

reduces the livetime by 3.5 % in Phase-I (2.8 % in Phase-II). The efficiency of the selection requirements on an event basis for events within the analysis energy range and
fiducial volume is dominated by the requirement of full position reconstruction and
the requirement of no other event in coincidence within 1 s. This gives an efficiency of
82.4 ± 3.0 % in Phase-I (80.8 ± 2.9 % in Phase-II). The requirement of no other event
in coincidence is relaxed per appendix A to 100 ms, which recovers the efficiency from
93 % to 99.5 %. This leads to an overall 0νββ selection efficiency of 88.2 % (86.4 %) in
Phase-I (Phase-II) used in section 4.4.2.1.
The parameters of the fit include a few global parameters of the model, with
descriptions following: an overall normalization, a normalization of backgrounds near
Qββ , and a ‘beta scale’. As well as, two parameters per PDF in the model: the total
counts of that component, and the fraction of those counts that is SS (SS-fraction).
The overall normalization accounts for certain differences in data selection between
data and MC. The normalization of background components near Qββ is applied to SS
events within ±2σ of Qββ . Floating this parameter accounts for possible discrepancies
or statistical fluctuations in these backgrounds most critical to the 0νββ search. The
SS PDFs for these backgrounds are split into two sub PDFs, inside and outside this
region. Then all PDFs in this inner window are rescaled by this normalization which
is constrained by G.5.
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The beta scale is a linear correction that accounts for a possible systematic discrepancy in the energy response of β-like components versus that of the γ-like components
used for calibration. The energy resolution of the TPC depends on the details of how
the energy is deposited, recall that α-like deposits result in most of their energy in the
light channel, and hence worse resolution. The MC does not model the energy resolution of the TPC, rather when the PDFs are created the energy spectrum is smeared
according to the energy response measured from the detector calibration with the
γ-like sources. For the β-like components (P.1, P.2, P.3), cached PDFs with finer
energy binning (of 1 keV) are used to dynamically rescale their PDFs according to
the beta scale. In the fit, the 2νββ spectrum constrains this beta scale to unity within
0.7 %; i.e. there is no evidence of a systematic discrepancy in energy measurement
between γ and β like energy deposits.
The Gc is the sum of several Gaussian constraints, each of which reflect independent studies and provide additional information to the fit. These penalize the fit by
the difference between a vector of parameters and a central value per the errors of
the study with correlations between the parameters included.
In the remainder of this section, the PDFs included in the model and the constraints are enumerated, with further commentary and notes.
PDFs
The PDFs included in the fit are:
P.1 The 0νββ signal
P.2 2νββ, which dominates the LB data, and is mostly SS events (recall figure 3.6).
P.3 Other (not 2νββ, 0νββ) beta-like backgrounds in the volume of the TPC:
and

135

Xe.2 These arise from cosmogenic activation of the

136

Xe and

137

134

Xe,

Xe in

the bulk.
The Q-value of 134 Xe 2νββ decay is below the analysis threshold used for the 0νββ search in
Xe. Separate analyses [86] push to lower energies to search for the decays of 134 Xe.
2

136
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P.4 Backgrounds, in the LXe and on the cathode, from the 222 Rn decay chain. These
are broken down as:
•

222

Rn in inactive LXe (e.g. behind the Teflon)

•

214

Bi on the cathode surface

•

214

Pb chain

P.5 Backgrounds from the copper vessel that contains the TPC:
• members of the

232

Th decay chain

• members of the

238

U decay chain

• the decay of

60

Co

• the decay of

40

K

• the decay of

65

Zn

• the decay of

54

Mn3

P.6 Backgrounds from remote components:4
• members of the

232

Th decay chain arising from decays in the wall of the

inner vessel of the cryostat
•

222

Rn external to the cryostat. The air gap is used as a proxy for all remote

238

U like components, which are degenerate in the fit. Actual radon in

this air gap has been greatly reduced in Phase-II by a radon suppression
system (‘de-radonator’), with exact performance to be determined with
more Phase-II statistics.
•
3

60

Co at the position of the guide tube used for source deployment.5

Initially included as per previous analyses, but fits strongly to zero, and when the energy threshold was raised to 1 MeV, it was dropped.
4
Exact locations of such remote components tend to be rather degenerate in the fit so a representative location is chosen for inclusion in the fit and the effects of the choice taken in to account
in the systematic G.5.
5
This was not included initially but included in the models used in section 4.4.2.1.
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P.7 Neutron capture backgrounds – from cosmogenic and radioactivity induced neutrons captured on:
• 1 H in the HFE-7000 surrounding the TPC
Cu or

•

63

•

136

65

Cu, in the outer cryostat, inner cryostat, or TPC vessel

Xe, producing cascade γs in the bulk

Constraints
The constraints included in the fit are:
G.1 The ratios of PDfs in the 222 Rn chain (type P.4 PDFs) are constrained to within
10 % of the ratios determined in separate studies of the locations of decays.
G.2 The relative rates of the neutron capture PDFs (type P.7) are constrained to
be within 20 % of that predicted by MC. The total number of neutron capture
related events is then included as one parameter.
G.3 The SS-fractions float to accommodate mis-modeling, and statistical fluctuations. The SS-fractions are constrained to be near the ratio predicted by MC.
The error on this constraint is determined from disagreement in calibration runs
between data and MC, which is generally small. The errors for non-beta-like
components are set to be correlated at 85 % to reflect correlations seen across
the calibration sources. For the energy only fit the error is 5 % for Phase-I. The
Phase-II value is worse at 9 %, as the reconstruction has been through fewer
cycles of fine tuning.
G.4 The overall normalization is constrained to unity with an error of 3 %. This
error is dominated by the error on the size of the fiducial volume.
G.5 This normalization is constrained to unity within error. There are three main
contributions to this error. First, the effect of residual variation in the energy
resolution contributing 1.5 % for Phase-I and 1.2 % for Phase-II. Second, the
exact choice of what components go into the model of the background used in
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Figure 4.1: The energy-only fit to blinded Phase-I data using the binning in table 4.2b,
showing the larger energy bin widths used for the high energy tail.
the final fit contributing 5–10 % depending on the dimensions used in the fit.
Third, the effect of discrepancies between the shape of data and MC (the shape
error) contributing 1–15 % again depending on the dimensions used in the fit.

4.2

Methodology to Compare Fits

Fitting models are compared using toy data without referencing the data that is most
critical to the 0νββ search. To do so, a single background model is obtained from a
‘basic’ fit that is performed with the energy region of 2350–2565 keV in SS (near Qββ )
blinded (dropped from consideration) with the signal (P.1) set to zero. By blinding
the near Qββ energy region, statistical fluctuations in this most critical region do not
unduly influence the choice of the fitting model. This basic fit provides rates for
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all the backgrounds, as shown in figure 4.1 over energy. The sensitivity for different
fitting setups is then optimized for toy data produced by sampling the background
PDFs according to the background model.
Details of the sensitivity calculation, how agreement between data and MC per
observable is accounted for (unskewing), and other details of setting up the fitting
model follow.
Sensitivity
The best fitting model is determined by optimizing for the greatest sensitivity. The
sensitivity is used as opposed to the discovery potential (see section 1.4.1) as it is
computationally cheaper.
An ensemble of (&1000) toy MC datasets is created by sampling the PDFs using
the parameters from the basic fit. The constraints applied have their central values
randomized within their errors to properly include their error in to the sensitivity
calculation. Each toy data set is fit and a 90 % upper confidence level (CL) on the
signal is defined by finding the number of signal counts with an NLL value 1.35 above
the NLL of the best fit. This use of Wilk’s theorem [56] has been shown appropriate
for the EXO-200 data. The median value of this large ensemble of upper limits is
taken as the sensitivity. As the same selection criteria is used for every fit setup,
simply the number of signal counts was used for comparison rather than converting
to half-life as a figure of merit.
Small differences were observed in profiling the number of counts to obtain the
upper limit or simply using the MINUIT estimate. However no significant difference
was observed in the ratio of the counts so the computationally cheaper MINUIT
method was used in making comparisons. Full profiles were used for final sensitivity
calculations in section 4.4.2.
Unskewing
The agreement errors of all the dimensions of the fit are included in the G.5 constraint.
Here, the effect of G.5 is approximated in comparing fit models; only the contribution
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from the shape error is updated, while the computationally more expensive error
contributed from the choice of background model is not updated. Increasing error in
the G.5 constraint admits scaling below unity of background components near Qββ
pushing additional weight into 0νββ. This decreases the sensitivity in nearly a linear
fashion at errors of relevance.
This shape error can greatly increase with additional information used in the fit.
For the 0νββ search, the shape error is estimated as how the rate of backgrounds in
SS near Qββ changes when PDFs are unskewed to account for measured differences
between data and MC.
To unskew the PDFs, one-dimensional reweighting PDFs are created per fit dimension according to the ratio between calibration data and MC. The reweighting
histograms are set to have no effect (value of 1) for bins with insufficient statistics
(fewer than 9 counts expected). Here, for ease of computation in initial comparisons, only the

228

Th reweighting is used to unskew all the gamma-like PDFs. In

section 4.4.2.1 the full set of calibration sources is considered. For beta-like PDFs,
the subtracted 2νββ spectrum is compared to MC. Unskewing rescales the weights of
each PDF per bin according to this one dimensional reweighting histogram.
Toy data sets (& 5000) are produced using the background rates from the basic
fit and using PDFs that are unskewed for each dimension individually, and for all
dimensions simultaneously and the worst error is conservatively used. The toy data
sets are then refit with a background model6 using the original (not unskewed) PDFs.
This contribution to the error in the G.5 is finally estimated by comparing the fitted
expected number of counts in SS with energies of 2387–2529 keV (≈ Qββ ± 2σ) from
the basic fit to the refits unskewed toy datasets.
Binning
There are only ∼100 k events in the 596.7 d livetime of Phase-I, and fewer in the 271.8 d
livetime of Phase-II. Bins with no data counts are not considered by the minimization
algorithm; each bin dropped where the fit had predicted nonzero counts weakens the
fit and collecting too many such bins can bias the fit. This issue along with other
6

P.1 zeroed and the normalization used by G.5 fixed to unity
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Table 4.1: Energy binning by energy range. An initial energy binning (a) was used
for comparing fitting models on blinded Phase-I data. For Phase-II a finer energy
binning (b) was used, final fits to Phase-I data also used this binning for consistency.
energy [keV]
900
2700
3100
3500
9800

width [keV]

bins [#]

20
40
80
3150

90
10
5
2

(a) Phase-I tests

energy [keV]
1000
2800
3100
4000
10000

width [keV]

bins [#]

15
30
60
3000

120
10
15
2

(b) Phase-II accommodated

computational considerations limits the number of bins used in the final fit. Increasing
the number of dimensions used in the fit quickly multiplies the total bin count beyond
these limits. This curse of dimensionality restricts the fit from considering every
potential additional piece of topological information as an additional dimension.
To provide more bins for additional dimensions, and to possibly improve the quality of the fit, variably sized binning was implemented. Along the energy dimension
this focuses on the higher energies (&3 MeV) where little data is collected. These high
energy bins are grouped to ensure bins have counts and are thus included in the fit.
This also slightly improves the constraint on the neutron capture components, which
are the dominant contributors at those energies. At lower energies the bin width is
only required to be somewhat finer than the resolution near Qββ .
Several sets of energy binning were tested on blinded Phase-I data with no significant changes in sensitivity (section 4.2) or in background model. For tests of fitting
models on Phase-I data the binning shown in table 4.2a was used. This provided a
factor of & 6 over the formerly used uniform 14 keV/bin. This leaves additional space
for more bins in additional dimensions and improves the speed of the fit.
With the improved resolution of Phase-II, a somewhat finer binning was motivated
to keep the energy bin width to roughly half the resolution at Qββ . This energy
binning is shown in table 4.2b. For consistency, the reported 0νββ search in [36] and
section 4.4.2.1 use this binning for both Phase-I and Phase-II.
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Additional Dimensions

Additional variables beyond energy may be included in the fit. Use of additional variables independently and in combination with standoff, is considered here. Inclusion
of additional information tended to increase the sensitivity over that of the basic fit,
for all but the weakest additional variables. However increases in the shape error and
background model errors can completely offset gains.
The G.5 error is recalculated per fit setup. The residual resolution error is considered constant at 1.5 % for all Phase-I fits. The background model error was separately
calculated as 6 % for energy only and 9 % for the fit over energy and standoff. The
higher value was used for any fit with standoff included as a dimension of the fit.
A selected set of fits with additional dimensions of topology information are compared in table 4.2. The power contained in the strongest, core topological variable,
the SS vs MS classification is also demonstrated. The basic fit is compared to a fit
model that does not separate SS and MS events, and shows the SS vs MS classification
achieving a factor of three improvement in sensitivity.
Including standoff as an additional dimension showed a ∼7 % increase in sensitivity. However after accounting for the increase in G.5 error due to increased shape
and choice of background model error, the performance of this fit is only marginally
better than using energy alone – and no better within statistics. This may be as
much of the power of the standoff distance occurs at small standoff where most of
the error on the standoff also occurs. This may be improved in the next round of
MC production by properly accounting for fringing fields of the field shaping rings. A
similar effect on sensitivity after accounting for most errors is seen for the inclusion
of just risetime.
Including the standoff and risetime in the fit directly can achieve an almost 10 %
improvement over the basic fit. Such a fit has the advantage of being as transparent
as possible while including the extra information. However it only coarsely extracts
information on correlations between the additional variables. Also it pushes the
number of bins by a factor of 81. Properly trained discriminators including this
information should be able to perform somewhat better due to exploiting correlations
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Table 4.2: The effect on sensitivity of including various topological variables as additional dimensions of the fit is shown in units of 0νββ counts. The basic fit, and a fit
of just energy without using the SS vs MS classification are shown for comparison.
The G.5 is treated in two ways – first with just resolution errors on the number of
counts near Qββ , and second more fully approximated by including the shape error
and the background model error as described in the text.
Extra Dimensions
Standoff, Risetime
Standoff, U-MST
Standoff
None (basic)
Risetime
U-MST
# U collection
Standoff, # U collection
Without SS vs MS

Sensitivity [#] with
Resolution Errors Approximate Errors
10.2
11.4
11.2
11.9
11.4
12.0
12.3
12.3
11.9
12.4
12.7
13.2
12.8
14.1
15.4
17.0
30.
35.

and accommodating further weak inputs.

4.4

Trained Discriminators

The weakest of these additional topological variables degraded the sensitivity to 0νββ
when included directly. Even with the stronger topological variables, the improvement
is often offset after accounting for additional errors. Only a few variables can be
included as dimensions before the total number of bins imposes practical limits on
performing the fit.
Instead these variables can be processed into a single, more powerful, extra dimension of the fit NLL. There are many different multi-variate analysis (MVA) techniques
that can be used to create a ‘discriminator variable’ for classification from the several
input variables that indicates how ‘signal’-like (+1) or ‘background’-like (-1) an event
is. Discriminators could be used for the entire search, however to have confidence in
the result, achieving a simultaneous understanding of all activity in the detector is
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called for. Here we use the general, robust, MVA technique of Boosted Decision Trees
(BDT) to train potential discriminators that include the extra topology information
for use as a dimension of the fit for the 0νββ search.
BDT
The BDT technique has become common in High Energy Physics over the last decade,
see [87–89] and many more. It requires supervised learning, can be used for both
classification and regression problems, and offers relatively easy visualization of its
mechanism to the human user. The EXO-200 collaboration first used a BDT to search
for 2νββ decays to an excited state in [90].
In brief, a BDT is a performance weighted average of individual votes (+1/-1)
from iteratively trained shallow decision trees (DT). Each DT consists of a set of
nodes where binary splits (decisions) are made by comparing an input variable to a
threshold chosen to optimally separate signal and background. The tree then reports
whether the training events passing all of those decisions is dominated by signal
or background. In the BDT, later trees are targeted to separate events that were
previously misidentified. Much of the BDTs power comes from early trees, with final
trees in the forest only to distinguish edge cases. This ensemble is much more stable
with respect to fluctuations in the training data than a single DT.
Training, and other MVA machinery, is handled by TMVA [91] which is a ‘Toolkit
for Multivariate Data Analysis’ for ROOT [92]. TMVA offers several different MVA
techniques based on machine learning. TMVA was used due to its ease of integration
into the EXO-200 fitting framework. The EXO-200 fitting is also based on ROOT
due to its integration with Geant4 that underlies the EXO-200 MC.
4.4.0.1

Goals

In training a BDT for the 0νββ search, there are three main goals:
R.1 improve the search for 0νββ
R.2 understand the behavior of the discriminator

CHAPTER 4. DISCRIMINATORS FOR THE 0νββ SEARCH

61

R.3 keep reasonable levels of data to MC agreement
The first goal (R.1) establishes the figure of merit, the sensitivity to 0νββ. The
effect of G.5 included in comparing the different fitting models, only recomputing the
shape error in each case as in section 4.2. For comparable, sensitivities the simpler
analysis and the analysis with smaller errors were preferred.
The second goal (R.2) constrains the response of the discriminator. As 0νββ has
not (yet) been discovered, there is no sample of 0νββ events in the LB data to use in
training. EXO-200 can obtain a fairly pure sample of 2νββ events by subtracting out
backgrounds in the LB physics data, up to 2000 keV. This provides a good set of SS
2νββ events in Phase-I data between 1750–2000 keV. The discriminators performance
for 0νββ events can be compared to data when the response to 0νββ events matches
the response to this set of 2νββ events.
Over the full analysis dataset, energy is the strongest indicator for 0νββ and trained
BDTs will recognize and use this, separating 0νββ from 2νββ but not from other backgrounds at the same energy – the opposite of what is desired for the comparison.
This rules out discriminators that are highly energy dependent – especially those including energy explicitly. There is still energy dependence implicit in the topological
variables, with higher energy deposits tending to be slightly more spread out. However, this dependence is sufficiently small to get a difference in response between MC
for 0νββ events and 2νββ events above 1750 keV of under 5 % at discriminator values
covering more than the upper 90 % of events. This comparison of 2νββ and 0νββ for
discriminators trained with and without energy as an input, and hence strong or weak
energy dependence, is shown in figure 4.2.
The third goal (R.3) is a running check on shape errors for input variables and
the discriminator. The shape errors of input variables are kept to be only somewhat
worse as compared to that of the SS-fraction, below 20 % roughly everywhere. The
agreement of the input variables can be improved by restricting their range to where
the agreement is better and profiling values outside that range to a minimum or
maximum value. Such a processing of the input variables works worse for some
of the topological variables than others. A small set of input variables is used to
decrease shape error. The shape agreement is re-evaluated in the trained discriminator
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Figure 4.2: Comparisons of normalized spectrum for a BDT on Phase-I MC between
2νββ events above 1750 keV and 0νββ events. (left) A discriminator trained with
energy as an input, the BDT nodes predominantly use the energy and responses to
0νββ and 2νββ are not comparable. (right) A discriminator trained without energy
included in the set of input variables, the discriminator tends to have the same response for 2νββ above 1750 keV and 0νββ. The MC responses are within 5 % above a
discriminator value of −0.3.
variable, and it tends to be less than including all inputs separately.

4.4.1

Training

The BDT is a form of supervised learning; to train a BDT, it must be supplied with
labeled data, divided into signal and background sets. As there is no set of 0νββ events
in data, Phase-I MC realizations of each component are used and each component is
weighted according to the basic fit.
The choice of what components to include under the signal and background labels
was considered. As the target of the search, 0νββ was always included as signal.
Initially the full complement of other components used in the NLL fit were labeled
as backgrounds. Labeling 2νββ, and other bulk, β-like components, as background
decreased the confidence of the resulting discriminator, with fewer cases where most
trees evaluate an event as signal-like, and a lower maximal BDT score. Labeling
these components, that are too similar to the expected 0νββ distributions, changes
the focus of the BDT and tends to decrease performance of the discriminator when
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used in the NLL fit. Including the neutron capture components, P.7, in training
showed no noticeable effect on the power of the discriminator in the NLL fit, and so
for simplicity were dropped. Thus the only components labeled as background are
P.4, P.5, and P.6. Labeling 2νββ events as signal was considered, however as it did
not significantly change the similarity of the discriminator response to 2νββ and 0νββ,
and it was dropped for simplicity.
Training can be performed over the SS and MS events or focus on SS events.
Each input dimension must be scalar, which tends to require some compression of
information for MS events that are usually characterized on a cluster by cluster basis.
This per cluster information is flattened in a ‘simplest’ way by taking the maximum
or minimum over all clusters. This ‘simplest’ way reduces to the identity for SS
events, and preserves the range of values the information tends to cover. Trainings
including MS events showed no improvement, so training events were limited to SS
events. The final set of training events are SS and labeled to distinguish 0νββ events
from gamma-like backgrounds.
The set of training events can be further narrowed to focus on the energy region
near Qββ . This effects the relative importance of the input variables as used to
inform the discriminator. However, this did not show a consistent improvement in the
resulting power of the discriminator in the NLL fit, or improvement in the similarity
between the response to 0νββ and 2νββ. So the full energy range used in the analysis
was considered.
Effects of selected options to control the training in TMVA were investigated.
This only reiterated the importance of not over training, as seen by the importance
of implementing bagging which stabilizes the response by resampling a subset of
the training events to train each individual DT. Other reasonable choices of control
parameters showed no significant changes to, nor improvements over, using the options
suggested by the TMVA examples: a tree depth of 3, with 50 % bagging, and boosted
using an AdaBoost [93] beta of 0.5.
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Variable Selection

As discussed in section 3.3, the set of topological information sufficiently well reconstructed focuses on information extracted from the U-wire plane. There are three
types of extra information and combinations thereof used to train discriminators on
the labeled SS events: spread in time as seen by the U-wires, and spread across different U-wires, and position. The set of input variables used was reduced when possible
for comparable sensitivity.
Including the U-MST metric versus both the number of collection wires and the
risetime in the BDT showed no significant difference in sensitivity when used in NLL
fits in early tests. The latter pair was chosen over the U-MST metric, for a cleaner
understanding of how to tune MC parameters for agreement to data.
Position information was broken down into x, r, z, and standoff (about both r and
z). Of these, the standoff is the most powerful variable, both in separation and in
importance (how much of the BDTs separation comes from using variable). Over the
energy range of the analysis, BDTs using standoff or both r and z were not significantly
different, so the only position variable, standoff, was used. Except for BDTs used in
NLL fits where standoff was also a dimension, where instead the z position is used.
The inclusion of the # U induction was also considered however, besides failing
agreement checks, it was not shown to significantly improve the discriminator and
thus was abandoned. This may be due to the under prediction in MC of the higher
number of induction signals, which could offer the best discrimination of backgrounds.
Thus only three variables are in the final set of inputs for training BDTs: standoff
(or z), # U collection, and risetime. For SS events the # U collection is either 1 or
2, so the full response of the trained discriminator to the full range of inputs is easily
plotted to understand its performance. For a BDT trained on the standoff, risetime,
and # U collection over SS events to discriminate the prominent γ-backgrounds, this
full response is shown in figure 4.3.
The MC for risetime does not describe the data well in the short time and long
time tails. The risetime distribution for 2νββ at the energies above 1750 keV is most
similar to the 0νββ. This led to the profiling of the risetime input pulling values below
6600 ns up to that minimum and those above 7900 ns down to that maximum, as was
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Figure 4.3: The response of the BDT discriminator used in [36] is shown separated into
the case of one U-wire collection signal (left) and more (right). Higher discriminator
values reveal where purer 0νββ signal was found in training.
done in the response shown in figure 4.3.

4.4.2

Summary

Each dimension used in the NLL fit has associated errors. Most of the power of the
0νββ search comes from the NLLSS . The cost of adding dimensions to the fit can
be reduced by only using them in NLLSS and not NLLMS . Such a restriction for

standoff and the BDTs trained here tends to lose little sensitivity before accounting
for errors. Sensitivity can in cases of large shape error over MS or a large SS-fraction
disagreement over the variable, as neither of those errors apply when only using the
dimension in NLLSS .
For Phase-I, with initial estimates of error the inclusion of the discriminator into
the NLL fit showed greater improvements than the direct inclusion of topological
variables in section 4.3. The NLL fit over energy and a BDT discriminator showed
sensitivity improvements of 15–20 %. NLL fits to energy, standoff and a BDT showed
promise of a slightly higher ∼20–25 % increase over the basic fit, but came at a higher
cost of complexity.
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Table 4.3: Limits and sensitivities to the half-life of the 0νββ decay of 136 Xe, for fits
to Phase-I, Phase-II, and their combination are shown for the basic fit (1D), a 2D fit,
and a 3D fit – as described in section 4.4.2.1. In units of 1025 yr.

Phase-I
Phase-II
Phase-I+II

4.4.2.1

Limit
Sensitivity
Limit
Sensitivity
Limit
Sensitivity

1D
1.0
2.4
3.0
1.8
1.6
3.3

2D
1.0
2.9
3.4
2.3
1.7
3.8

3D
1.2
2.8
3.0
2.3
2.0
4.0

Fits to Phase-I+II Data

The basic fit (1D), the SS (energy, bdt) and MS (energy) fit (2D) used in [36] for
a discriminator trained on standoff, number of collection wires, and risetime, and a
fit (3D) of SS (energy, standoff, bdt) and MS (energy, standoff) for a discriminator
trained on SS events over risetime, distance to cathode, and number of collection wires
and retrained in the same manner on Phase-II MC for the Phase-II fit, are compared.
These fits are performed over the unblinded Phase-I and Phase-II datasets with the
coincidence cut relaxed to 100 ms using the table 4.2b energy binning. A final volume
containing 74.7 kg of

136

Xe is defined after applying the additional radial fiducial

volume cut of 10 mm away from the Teflon to improve shape error.
The fits are performed for each phase, and the number of 0νββ profiled and
weighted by livetime and efficiency. The 90 % upper limits on these profiles are used
to compute limits and an ensemble of profiles is created to determine the sensitivities
per section 4.2. The Phase-I+II limit is determined from the sum of the Phase-I and
Phase-II profiles, and similarly the sensitivity from an ensemble of profiles determined
by summing pairs of profiles from the ensemble of fits to toy data for Phase-I and
Phase-II. These values are shown in table 4.3. Adding in the additional, topological
information about SS events achieves a ∼15 % increase in limits and sensitivity over
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the basic fit.7

4.4.3

Future Directions

The use of BDTs to leverage topological variables for the search for the 0νββ of 136 Xe
in EXO-200 has been shown to improve sensitivity by almost twice as much as directly
including the variables as dimensions of the fit. Improvements to reconstruction may
make several more topological accessible, allowing perhaps a further such doubling
to achieve a performance of 1.5 x that of the basic fit. However the largest impact of
topological information is incorporated in the basic fit via the SS vs MS classification,
which achieves a factor of 3 better sensitivity than without.
Alternatively, unsupervised, ‘deep’ learning techniques may achieve a similar increase in performance. EXO-200 is actively exploring such deep learning to inform
its ultimate 0νββ analysis. The importance of topology and other channels besides
energy will only increase in larger detectors, such as nEXO.

7

Here the sensitivities are calculated from fits to the unblinded spectrum, the background model
used to calculate the sensitivity also picks up some of the background fluctuations. This is as
compared to [36] where sensitivity numbers are determined from the fit to blinded data.
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As introduced in section 2.2, a variety of tagging techniques are under investigation by the nEXO collaboration. These include a tagging technique for a high pressure
gaseous xenon (GXe) detector. For this possible tagging technique, depicted in figure 2.4, the ion must be efficiently transported from high pressure (around 10 bar)
GXe, where they are produced, into vacuum, where the ions can be identified. This
requires the manipulation, and confinement, of the ion at high pressure, in vacuum,
and at all pressures in the ten orders of magnitude between.
The ions can be manipulated via applied electric fields (or B-fields), but will
compete with any motion of the background gas. At high pressure, the ions will be
confined, diffusively, by the surrounding xenon, and their motion will be dominated
by that of the gas. In high vacuum (.10−3 mbar), collisions are infrequent and the
68
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electromagnetic handles can be used to confine the ions. The main challenge is then
the ten orders of magnitude of pressure in between the two extremes. Even modeling
the gas flow across such a range in pressure is difficult, much less understanding the
interplay between the gas flow and electromagnetic handles on the ions motion, as it
transitions from the continuous flow regime to the molecular flow regime.1 In each
limit, the flow is well understood [94], but the transition is not well understood. Here
we approach extraction across this pressure range with an extension of techniques
first demonstrated in vacuum.
As such, a brief review. In high vacuum, precision manipulation, and transport,
of ions is routine, through electrostatics or via oscillating fields [95]. At pressures
&1 mbar, ion-atom collisions dominate the motion and such techniques lose efficiency,
especially transport through electrostatics. Typically ion extraction from pressures
of 0.1–1 bar occurs across several differential pumping stages, regions separated by a
conductance limiting aperture which are separately pumped. Traditionally a trade
was made between ion transmission efficiency and reduced gas flow by sampling just a
small fraction of the gas as it expands into each stage and using skimmer2 to achieve
some measure of ion focusing. However, this could lose more than half of the ions
at each stage, and such a reduction in ion transport efficiency is not desirable. For
mass spectrometry with electrospray ionization [96] the efficiency can be compensated
by increasing the ion flux. In exotic isotope production [97], the loss in efficiency
greatly increases the operation costs. For the case of tagging, where only a single
barium ion is produced, transport efficiency much less than unity makes tagging
ineffective. Ion funnels (first introduced [98]) are able to recover efficiency for ion
transport at somewhat higher pressures (e.g. [99]). Such funnels typically consist of
a series of electrodes to which radiofrequency (RF) voltages, with phase alternating
per electrode, are applied to confine ions radially, and a gradient of DC voltage is
applied to drive ions axially. Ion funnel techniques have now been implemented in
many areas, pushing efficient ion transport towards input pressures of 1 bar [100].
1

Usually, the flows also between supersonic and subsonic flows due to constraints on the size and
temperature of the system.
2
Typically, a plate with a conical profile centered around the aperture, which inserts into the
higher pressure stage, that is supplied a bias voltage.
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In the following, an extension of ion funnel techniques is described and initial
results discussed. This new technique, known as an RF-only ion-funnel, also handles
two additional major challenges of the case of barium tagging. The first challenge
is that the barium-136 ions and xenon-136 atoms are isobars, with a ratio of mass
less than 10−4 different from unity. This makes transporting the ions more difficult,
especially on the high vacuum side, as the ions momentum is transfered due to collisions in large steps [101]. In typical ion transport, these collisional losses of the ions
of interest are minimized by using helium as the background gas which tends to be
much lighter than any interesting ionized molecular entities (ions or molecules).
The second challenge is that observing a few ions in xenon requires high purity
to avoid losses to contaminants. This requires extremely high standards for handling
to avoid contaminants, and stringent selection criteria for the materials used in the
systems to avoid outgassing, similar to requirements for ultra high vacuum systems,
satisfied by metals and ceramics. Furthermore, the xenon gas must be recovered.

5.1
5.1.0.1

Prototype
RF-only ion-funnel

The RF-only ion-funnel design realizes a novel concept of ion transport via carrier
gas flow instead of via an applied DC voltage gradient that was suggested [102]
and described in detail [103, 104] to extract ions from an He-buffer gas at increased
pressures (∼1 bar). This design was re-optimized by iterating through detailed gasdynamic and ion-trajectory MC simulations for the barium tagging (136 u isobaric)
case.
For a given geometry, pressure to extract from (stagnation pressure), and pressure
to extract into (background pressure), the VARJET code [105] was run to solve the
time-dependent Navier-Stokes equations and obtain detailed information about the
gas flow (pressure, velocity, etc.). These solutions are then used to inform Monte
Carlo that generate ion trajectories in SIMION [106] for a selection of frequencies and
amplitude of RF voltage applied to the funnel to determine the expected transport
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efficiency. Such an RF-only ion-funnel was predicted to be able to achieve near unity
transmission efficiency for barium ions from 10 bar GXe.
The design and construction of this RF-only ion funnel was initially reported
in [107]. This RF-only ion-funnel uses only ultra-high vacuum compatible materials
(metal and glass-ceramic), avoiding resistor chains typically used to produce a DC
voltage gradient. A photo of the RF-only ion-funnel and the supersonic nozzle is
included as figure B.1. This RF-only ion-funnel consists of two interleaved electrode
stacks with a conical inner diameter that decreases from 16.0 mm to 1.0 mm. For
performance at high pressures, the inter-electrode spacings, between the 301 electrodes of 0.1 mm thickness, are only 0.25 mm. The structure of the funnel near its
base is visible in figure 5.8. Due to limitations on the electronics used, a maximum
simulated transmission of 58 % for barium ions from 10 bar GXe was achieved with an
applied 2.6 MHz 100 V peak-to-peak RF-amplitude. The higher, near unity, efficiency
is predicted at higher frequencies, which requires higher power electronics.
5.1.0.2

System Design

The initial design of the prototype system used to investigate the performance of the
RF-only ion-funnel was detailed in [59]. A summary of the system will be discussed
here covering the requirements of xenon recovery and recirculation, the voltages applied to transport the ions, and initial results including the successful extraction of
ions from 10 bar GXe.
Xenon Circulation
In order to capture the .0.3 g/s mass flow of xenon during operations for recovery, the
prototype system is centered around a large, low-impedance, high capacity cryopump.
Test operations of the RF-only ion-funnel in this system use natural xenon (not only
xenon-136). During operations, high pressure GXe is introduced from storage bottles
and eventually freezes onto this cryopump located in chamber B. The majority of the
xenon passes through inter-electrode spacings in the RF-only ion-funnel and directly
to chamber B, while the xenon that reaches chamber C is compressed back into
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Funnel
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C
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LTQ
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storage

recovery

frozen on cryo pump
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Figure 5.1: A simplified schematic of the various chambers in the system demonstrating the xenon circulation. During operations, xenon is supplied (green) from storage
bottles, through a purifier to a high pressure chamber A. The gas passes through a
supersonic nozzle at the end of chamber A into the interior of the RF-only ion-funnel.
Most of the xenon is pumped out through inter-electrode spaces in the RF-only ionfunnel (red) and freezes (purple) onto the high capacity cryopump in chamber B. A
small fraction of the gas continues into chamber C, and is mostly pumped back into
chamber B via a turbo pump, where it also freezes onto the cryopump. The system
is shown with the upgrade discussed in section 5.2. All gas entering the commercial unit (consisting of chambers D, E and the LTQ) is not recovered (black arrow),
which includes the helium that is supplied to the LTQ. After operations are complete,
the commercial unit is sealed off between C and D, then the cryopump is warmed
while the xenon storage bottles are submerged in liquid nitrogen to recover (blue) the
xenon.
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Figure 5.2: Schematic of the initial setup used for testing the RF-only ion-funnel
prototype, showing the two apertures and the two structures (funnel and SPIG) where
voltages are applied to guide ions Ions are produced inside high pressure xenon gas,
cross through the nozzle, are transported through the funnel, then are guided through
an additional stage of differential pumping by a SPIG, and are finally observed by a
channel electron multiplier. From [59].
chamber B by a turbomolecular pump. Afterwards, while the cryopump warms and
the xenon sublimates, the xenon storage vessels are submerged in liquid nitrogen
(LN2) to slowly cryopump the xenon back into the storage vessels.3 This xenon
circulation is shown in figure 5.1. With 1.3 kg of xenon available to the system, .1 h
of operations could be performed followed by a recovery period of .4 h.
Ion Transport
A schematic summarizing the initial configuration of the RF-only ion-funnel in the
prototype system is shown in figure 5.2. The prototype system consists of several
chambers that are separated by small apertures and separately pumped to successively
lower pressures. Barium ions, with natural isotopic abundance, are produced by a
source positioned in the high pressure GXe in order to determine the efficiency of the
barium ion extraction. This ion production occurs in chamber A, at the entrance to
a converging-diverging supersonic nozzle. This nozzle injects the ions into the conical
cavity of the RF-only ion-funnel, where most of the gas is pumped away through
3
For comparison, the high capacity cryopump achieves more than an order lower pressure in
chamber B than achieved using the bottles submersed in LN2.
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RF-only Funnel

Kr frozen on cryo pump louvers

Figure 5.3: The RF-only ion-funnel is installed in the prototype system, centered
over the cryopump during a run with krypton gas, which can be seen frozen onto the
cryopumps louvers. A set of baffles is installed between the funnel and the cryopump
to reduce thermal effects on the funnel. RF voltage is applied to the electrode stacks
from their bases where plugs connected to copper wires can be observed. The RF-only
ion-funnel is mounted onto the flange that contains the nozzle, and was aligned using
the three, large (3/800 ), silver-plated, threaded rods, one of which is in the foreground.
Figure B.1 shows the funnel and nozzle prior to assembly.
the inter-electrode gaps and captured onto the cryopump. The ions are confined
radially by applied RF voltages and transported axially by residual gas flow into
chamber C. There, a sextupole ion guide (SPIG) captures and transports the ions to
the downstream chamber D. The pressure in chamber D is low enough for observation
of ions by a channel electron multiplier (CEM).
Achieving high vacuum, to achieve a low enough pressure to safely operate a
CEM, requires an additional stage of differential pumping. This additional stage must
insert into chamber B to meet the funnel as the RF-only ion-funnel was installed in
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the prototype system to maximize the pumping speed of the cryopump.4 Thus, the
nozzle from chamber A is centered above the high capacity cryopump, in chamber
B. The RF-only ion-funnel is mounted on the flange containing this nozzle, and is
much shorter than the radius of the cryopump, This mounting arrangement of the
funnel is shown in figure 5.3 during an operation. Due to the design of the large
chamber containing the cryopump, for a low enough impedance to pump a chamber
following the funnel down sufficiently, the chamber C must be long enough to exit
this chamber. Thus, the ions must traverse 0.5 m in chamber C. Which, in turn,
requires ion transport with additional RF ion guides rather than via electrostatics for
robustness to ion-neutral collisions, as chamber C has a pressure near a µbar, with
a mean free path near 40 mm. A simple SPIG was shown to achieve an efficiency of
0.8 in SIMION simulations for transport of singly charged barium ions in a xenon gas
environment at the (1.4 µbar) pressure expected in xenon operations. At standard
RF voltages applied during xenon operations, the SPIG is expected to have similar
transmission for ions of &100 u.
Initial Results
With this initial prototype system, extraction of ions produced by a

148

Gd-driven

barium ion source, constructed per [108], in up to 10 bar GXe was demonstrated.
This source is expected to produce a low flux (60 Hz) of barium ions by dislodging
them from a barium fluoride layer using the recoils of
from

148

144

Sm the daughter of α-decay

Gd. However it predominantly emits alpha particles that ionize the GXe,

these ions are the dominant species with their production highly pressure dependent.
A small portion of the observed ion flux, up to 2 Hz of the up to 1 kHz, at 10 bar GXe
was observed without the ion source installed.
Figure 5.4 compares the simulated (calculated) transmission to observed ion extraction as a function of the amplitude of the RF voltage applied to the funnel,
for several pressures in chamber A. The observed ion extraction shows similarities
4

This investigates the lowest pressure surrounding the funnel, which influences the flow inside
the funnel. It much easier to later increase this background pressure than decrease it for example
by surrounding the funnel with a can to increase the impedance to the cryopump versus increasing
the pumping speed would require a new cryopump.
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Figure 5.4: Calculated ion transmission (top) and observed ion-count rate (bottom)
as a function of the amplitude of the RF voltage applied to the RF-only ion-funnel
at 2.6 MHz for selected xenon pressures in chamber A (PA ). From [59].
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to simulations in the response to the amplitude of RF voltage applied to the RFonly ion-funnel, with agreement good to a factor of two. The efficiency improves at
slightly higher RF-amplitude in the measured data than in simulations. One possible
reason for the discrepancy at lower RF-amplitude (and lowest pressure in chamber
A) is that the simulated transmission only considers the transmission through the
RF-only ion-funnel. However the decrease in RF-amplitude (and pressure) will make
the ions passing through the funnel tend to be less focused and hence couple less
well downstream into the SPIG. The SPIG simulations were only informed by the
distribution of ions of mass 136 u that pass through the funnel with a pressure in
chamber A of 10 bar and 50 V applied across the RF-only ion-funnel at 2.6 MHz. A
unified simulation of the funnel and downstream ion optics could better reproduce
these transmission details.
The production of ions depends strongly on pressure ruling out quantitative comparisons. The barium-ion production should not show this strong pressure dependency, while the ionization from the αs should, which made clear that the barium
ion production was dominated. The expected rate of ions produced by the αs at
each pressure was unable to be determined due to uncertainties on the geometry
and the unknown rate of electron-ion recombination as a function of pressure at zero
field. While the barium-ion production is more well understood, these initial tests
were unable to determine the efficiency of barium-ion transport through the RF-only
ion-funnel, as the barium ions were not distinguishable from the flux of other ions.
Mass-to-charge (m/q) identification of barium ions would allow directly measuring
their extraction efficiency in data and provide a better understanding of the performance of the RF-only ion-funnel with regards to use in barium tagging.
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Upgrade for m/q Identification

Several means of implementing m/q ion identification were attempted,5 before m/q
identification was successfully implemented using a commercial linear quadrupole
ion trap (LTQ) mass spectrometer [109] that was previously used as a filter for highprecision mass measurements using a Penning trap (Thermo Finnigan LTQ-FT ICR)6 .
While the Penning trap was removed, the pair of octupole ions guides (OIG) used to
transport ions from the LTQ to the Penning trap were included as part of the loan.
This LTQ system was coupled to the prototype system by transporting ions along
these OIGs in reverse direction of their designed mode of operation.
The LTQ is designed to operate in a mode where it analyzes solutions that are
aerosolized via an electrospray ionization source (ESI) and injected through a capillary. In this mode, the LTQ may be calibrated with Thermo Finnigan’s standard
calibration source in order to properly set gain of the system. For better vacuum
in GXe operations, when the ions are injected in the reversed mode, the capillary
feeding the LTQ is replaced by one that is welded closed.
The ability to perform reversed injection into the LTQ was assessed, prior to
coupling it in to the prototype system, using a cesium ion source. This source produces
ions of mass 133 u which were injected, on axis, into the OIGs. In initial tests with
this source, a resolution of 0.3 u/e was observed for the 133 u/e peak. The LTQ
does not permit observing below 50 u/e and above 200 u/e in the same scan. Thus,
the LTQ collects data either for a low range of 20–200 u/e or for a typical range of
50–350 u/e, and samples every 1/12 u/e of those ranges. To integrate the observed
spectra with observations of the rest of the system, the spectra are extracted from
their proprietary data format with third party software [110].
A schematic of the ‘runtime’ configuration, where the LTQ is coupled to the
prototype system, is shown in figure 5.5. The approximate pressures in the separate
chambers that the ions are extracted across, and where voltages are applied to guide
5

Initial attempts were made to re-purpose readily available residual gas analyzer (RGA) units.
The RGA (an MKS e-Vision+ ) was modified by removing the source assembly used to ionize gas,
and installed at the end of the ion path, replacing the CEM. These attempts were not successful as
the acceptance and sensitivity of the RGA were insufficient.
6
on loan from TRIUMF
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He
Xe

Figure 5.5: Schematic showing the setup for testing the RF-only ion-funnel with
the initial prototype system coupled to the LTQ system. Apertures and ion guides,
where voltages are applied, are indicated (top). The six separate chambers that ions
pass through are labeled and their rough pressures during GXe operation indicated
(bottom). The last three chambers are inside the commercial unit (dashed box) and
their pressures are dominated by the helium applied to the LTQ. During recovery the
commercial unit is withdrawn, expanding the bellows (zig-zag), and sealed off with a
gate valve between chambers C and D. Figure per [71].
the ions are indicated. Inside the LTQ, helium is used to cool and trap ions. To
improve purity, the helium supplied is passed through a liquid nitrogen trap and a
separate purifier.7 Figure B.2 shows a schematic of the prototype system with the
LTQ incorporated showing the vacuum and gas handling systems. A photograph of
the combined system is shown in figure 5.6.
The LTQ was not built to the same UHV standards as the prototype system
and funnel, with more plastics and trapped volumes, and hence more outgassing
and water vapor. Also, before arriving at Stanford, the LTQ was heavily used for
sample analysis, during which it was operated with oil pumps, which exposed to many
organic contaminants. Recovering xenon that is exposed to the LTQ would impact
the purity. This necessitates the ability to seal the LTQ system from the cryopump
chamber. This ability allows for maximal gas recovery, and avoids collecting gas that
has been exposed to contaminants in the LTQ. There is a loss of 10−5 g/s of xenon
into the LTQ system during operations, which is less than the .10 g lost in the final
recovery after a series of .5 xenon operations.
7

SAES MC50 902
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Figure 5.6: A photograph of the system with some features called out. Chamber B is
a large chamber to accommodate the high capacity cryopump at bottom. The xenon
gas is supplied from the right, to chamber A which inserts into chamber B. Chamber
C, containing the SPIG inserts into chamber B, is not quite visible. The gate valve
(GV) separates chamber C from the commercial unit, which consists of two chambers
with octupole ion guides (OIGs) and then the LTQ unit. The unit is mounted on
rails to achieve the minimum separation between the SPIG and OIGs when GV is
open.
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For the gate valve8 used, at least a 30 mm gap between the guides is required to
close the valve. For the best coupling between the SPIG and OIG, they must be close
together during operations. Thus, the LTQ system is attached after an edge welded
bellows which has a 60 mm stroke, and mounted on tracks. When the gate valve
is open, the LTQ travels 40 mm as it is winched into the runtime position. In this
position, the SPIG and the OIG each end 1 mm away from an ID 1 mm aperture of
1 mm thickness. To place the aperture as close to the gate valve as possible, chamber
D can no longer insert into chamber C, thus the SPIG has been extended to 638 mm
in length. This was expected to only slightly decrease the transport efficiency for
barium ions in xenon.
There are several inefficiencies due to operating the LTQ in reverse injection mode.
First, additional losses in transport along the OIGs. Second, the ion source produces a
continuous beam of ions, but no bunching occurs before the LTQ. The LTQ alternates
between accepting ions, for a time period known as the ‘injection time’, and scanning
out ions at various m/q over a ∼50 ms period. Most of the ions that arrive during a
scan are lost, however roughly 16 % survive to be included in the next scan, for an
effective increase in the nominal injection time of 8 ms. In order to fully block ions
from entering during a scan using the injection logic of the LTQ would require a pair
of lenses between the OIG and LTQ as is between the LTQ and ESI. Such control
would also permit targeted mass spectrometry to dissociate molecules in a controlled
manner.
5.2.0.1

New Ion Source

In initial tests of the coupling of the prototype system to the LTQ, the LTQ was
sufficiently mis-calibrated that a low flux (270 Bq) Gd-driven barium source was insufficient to produce a useful signal to tune the system. Thus a higher flux (30 kBq)
source was installed. Spontaneous fission fragments are produced by this 252 Cf source9
in 3 % of the decays, with the remainder producing 6.2 MeV αs. The observed mass
spectrum of these fragments peaks at 106 u and 142 u [111], as seen in figure 5.7, with
8
9

DN160 VAT
Eckert & Ziegler AF-252-A2
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Figure 5.7: Shown are the yields of barium nuclides, and the yields of any nuclide at
a given mass, per 100 spontaneous fissions of 252 Cf as observed in [111].
barium fragments included in the heavier mass peak as also shown. Fragments from
this heavier (142 u) mass peak, produced with near 80 MeV [112], have been shown
in SRIM [113] simulations to stop before the nozzle at xenon gas pressures above a
bar.10
After this new source was installed, a full calibration of the LTQ was performed
with the ESI. This calibration recovered almost a factor of 20 in signal by correcting
the mis-calibration, which could have made use of the low flux source feasible.
The geometry of the new source as installed in chamber A is shown in figure 5.8.
The active surface with the 252 Cf is slightly recessed on the source. This surface is then
11.7 mm upstream of, and facing, the nozzle, at the base of a nearly cylindrical region
of diameter 12.7 mm. The constraints of radial symmetry in this upstream region
make it more difficult to achieve a flow immediately in front of the source. The gas
passes through six holes in the source holder and through a small region immediately
surrounding the source package. The distance fragments and alphas produced by the
source travel in chamber A, and the velocity field of the gas in this region, depends
on the pressure, This means that the production of ions is still pressure dependent,
and requires further simulation to model.
10

Fragments in the lighter (106 u) mass peak have energies near 103 MeV.
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Figure 5.8: A schematic of the region, in chamber A, immediately upstream of the
nozzle with the 252 Cf source installed is shown. The gas (green) passes through six
small holes in a source holder and around the edges of the source. The active surface
of the source is 11.7 mm from the entrance to the nozzle, at the base of an almost
cylindrical region with an inner diameter of 12.7 mm. Also visible is the start of the
RF-only ion-funnel, separated from the nozzle by a ceramic plate and split into two
electrically isolated components. Nearest the nozzle is the base of the even stack
(which contains all of the even numbered electrodes), followed by the odd stack (with
the odd numbered ones). Electrode number one has an inner diameter of 16 mm.
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Extraction studies with m/q Identification

Ions created by the

252

Cf source were extracted using the RF-only ion-funnel from

high pressure gas and identified by their mass-to-charge (m/q) ratio with the LTQ.
Studies focused on extraction from xenon. Extraction from other gases is helpful to
understand the behavior of the RF-only ion-funnel, as such extraction and identification from krypton and argon gas were performed. The argon had purity issues,11 and
operations using Ar will not be discussed here. For a background gas more similar
to the xenon, the option to use krypton gas replaced the connection to the argon gas
lines. The krypton gas is purified and recovered in a manner similar to the xenon;
it passes only through stainless steel piping and its own SAES gas purifier. After
operations are concluded, it is recovered back to a stainless steel, storage cylinder
via cryopumping. The purity of the krypton was expected to improve over multiple
operation-recovery cycles, and achieve similar purity as the xenon gas. Though no
change in purity was observed, the purity was sufficient in all operations.
Studies investigate the system in different conditions, and m/q spectra are recorded,
typically while a single input parameter such as the amplitude of the RF voltage are
profiled. Details of other operational parameters, such as pressure in various chambers, can be synchronized with LTQ spectra at the 1 s level.
The measured mass-to-charge spectra are normalized to counts per second based
on the adjusted injection time used during the scan. This normalized spectra is then
binned to integer values, and fit to the isotopic ‘fingerprints’ of molecular entities
(relative rates at various masses). The fingerprints are constructed from the natural
isotopic abundances of elements in the molecular entities, which are then smeared by
placing 5 % in the ±1 u/e bins to account for the 0.3 u/e resolution of the spectrometer.12
11

Ar was introduced through an Oxisorb gas purifier. Initial operations showed strong evidence
of hydrocarbons associated with polyethylene (LDPE) tubing that connected the gas cylinders and
purifier. The hydrocarbon mass peaks were greatly suppressed by replacing this tubing with stainless
steel tubing, however purity issues remained.
12
Assuming a gaussian peak, and ignoring <10−4 % separated by more than one bin.
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Figure 5.9: (Top) The m/q spectrum measured for a 2.1 bar xenon run, data sampled at 12 bins/u. (Below) Fits of this spectrum to isotopic fingerprints of singly
charged molecular entities, zoomed in to the relevant mass ranges. The spectrum
shows evidences of the molecular entities of xenon (Xe), xenon dimers (XeXe), xenon
hydride-hydroxide (HXeOH), and possibly xenon hydride (HXe). No evidence was
observed for either mass peak of 252 Cf fission fragments, much less the barium component.

5.3.1

Identification of species extracted from Xe gas

Figure 5.9 shows an averaged mass spectrum for a typical xenon gas operation extracting ionized molecular entities from a 2.1 bar input pressure (top), and fits to the
major isotopic fingerprints (below). The spectrum is completely explained by fitting
the fingerprints of xenon, xenon dimers (XeXe), xenon hydride-hydroxide (HXeOH),
and xenon hydride (HXe). The residual after the fit leaves less than 100 ions per second of the 1.66 × 104 ions per second over the full spectrum that could be attributed
to fission fragments. The inclusion of the HXe slightly improves the fit, however
its rate could be accounted for by a difference in transmission for different isotopic

CHAPTER 5. EXTRACTION FROM HIGH PRESSURE GXE

104

86

Xe+
Xe2+
HXeOH+

Rate [Hz]

103

102

101

100

2

4

6
Pressure in Chamber A [bar]

8

10

Figure 5.10: The observed molecular entities reaching the LTQ as a function of the
xenon pressure in chamber A. Rates are shown from fingerprinting for xenon ions,
xenon dimers, and xenon hydride-hydroxide. The applied voltages are constant across
the pressure range, with 77.4 V peak-to-peak at 2.6 MHz applied to the RF-only ionfunnel. The point at 10 bar of GXe in chamber A was measured separately to observe
longer. The other points were measured continually while the pressure fell in chamber
A, then averaged over the pressure ranges indicated with x errors.
masses of xenon that slightly favors the heavier isotopes. There was no evidence of
doubly charged molecular entities being observed with the LTQ.
With the higher flux californium source, ions extracted from up to 10 bar GXe
have been observed and identified. Figure 5.10 shows the fingerprinted abundances
of Xe, XeXe, and HXeOH, as a function of the pressure in chamber A with steady
applied voltages to the system. The continuum of pressures are observed after closing
a valve just after the purifer; the pressure in chamber A decays as the Xe gas flows
into the system, probing the higher pressures for less time. The 10 bar point was
taken separately, for a longer period at a fixed pressure, with the same conditions
immediately before closing the valve. The HXeOH rate is a constant relative to
the xenon dimer rate within errors. The ratio of the observed counts at 10 bar to
2 bar is smaller when coupled to the LTQ system than in initial tests (figure 5.2),
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Figure 5.11: The dependence on the amplitude of RF-voltage applied to the funnel of
the transmission through the RF-only ion-funnel at 1.1 bar in data (filled) as compared
to and 2 bar in simulations (empty) for GXe in chamber A.

80
15000

60

10000

40

5000
0

20
0

20

40
60
80
Peak-to-Peak RF Voltage on Funnel [V]

100

Simulated Efficiency [%] at 2 bar

20000
Rate [Hz] at 2.1 bar

100

Xe+
Xe2+

0

Figure 5.12: The dependence on the amplitude of RF-voltage applied to the funnel of
the transmission through the RF-only ion-funnel at 2.1 bar in data (filled) as compared
to and 2 bar in simulations (empty) for GXe in chamber A.
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Figure 5.13: The dependence on the amplitude of RF-voltage applied to the funnel of
the transmission through the RF-only ion-funnel at 3.3 bar in data (filled) as compared
to and 4 bar in simulations (empty) for GXe in chamber A.
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Figure 5.14: The dependence on the amplitude of RF-voltage applied to the funnel of
the transmission through the RF-only ion-funnel at 5.7 bar in data (filled) as compared
to and 6 bar in simulations (empty) for GXe in chamber A.
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Figure 5.15: The dependence on the amplitude of RF-voltage applied to the funnel of
the transmission through the RF-only ion-funnel at 7.2 bar in data (filled) as compared
to and 8 bar in simulations (empty) for GXe in chamber A.
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Figure 5.16: The dependence on the amplitude of RF-voltage applied to the funnel
of the transmission through the RF-only ion-funnel at 10.0 bar in data (filled) as
compared to and 10 bar in simulations (empty) for GXe in chamber A.
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suggesting increased dependence on pressure of ions reaching the nozzle with the new
source geometry. Again, uncertainties on the production of ions in the high pressure
chamber dominate.
The ions can be fingerprinted and compared at various amplitudes of RF voltage
applied to the funnel. The transmission of ions through the RF-only ion-funnel depends on the ratio of their mass to that of the background gas. Figure B.3 compares
this amplitude dependence for the simulated transmission of singly charged barium
and singly charged xenon dimers at selected pressures of GXe in chamber A. These
simulations, from [114], only account for transmission through the RF-only ion-funnel,
and use a single mass for singly charged ions for barium of 136 u (used as representative of xenon ions as well) and xenon dimers of 272 u. The voltage dependence of the
quality of coupling into downstream ion transport is not considered. These transmission curves are compared to the observed rates of singly charged xenon and xenon
dimers for individual pressures in figures 5.11–5.16, with the maximum observed the
xenon dimer rate scaled to the maximum transmission efficiency in simulations for
the dimers to guide the eye in comparisons.
At higher pressures, greater amplitudes of applied RF voltage is required to confine
ions. Ions much heavier than the background gas require lower amplitude of applied
RF voltage to the RF-only ion-funnel. The behavior at low amplitude applied RF
voltage is similar in data to simulations [114]. However at low pressures the decrease
in transport of the xenon dimers at high applied amplitudes was not predicted. The
relative isotopic abundances are not perfectly tied to natural abundances, particularly
at low voltages, which may further worsen the comparison in that voltage region. The
ratio of xenon to xenon dimers is not set only by transmission through the funnel. The
exact ratio of the xenon to xenon dimers observed depends strongly on the duration
of the injection time, which is set to 100 ms for all of these comparisons.

5.3.2

Identification of species extracted from Kr gas

Operation with krypton were expected to not show any natural molecular entities,
such as Xe and HXeOH, at the same m/q as either of the californium-252 fission
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Figure 5.17: (Top) Mass spectrum of ionized entities extracted from 3 bar krypton.
(Below) Fits to fingerprints of singly charged molecular entities are performed on the
m/q spectrum, and are shown in mass ranges of interest. The main components are
xenon (Xe), xenon dimers (XeXe), xenon hydride-hydroxide (HXeOH), and kryptonxenon excimers (KrXe). Xenon hydride (HXe) is not observed at a comparable level
as in xenon, suggesting it may be better explained via differences in isotope transport
in xenon. Krypton (Kr) and kypton hydride (HKr) are present at lower levels, with
no evidence of krypton hydride-hydroxide (HKrOH) or doubly charged molecular
entities. These fingerprints account for 97 % of the 2.5 × 105 Hz total rate of the full
spectrum.
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fragment peaks. Furthermore, unlike xenon, krypton is lighter than both peaks,
doubling the mass range accessible to observe fission fragments. Thus operations with
krypton were intended to improve the ability to observe the

252

Cf fission fragments.

However, the extraction of ionized molecular entities from the krypton was again
dominated by xenon and xenon molecules. As the xenon has a lower ionization potential than krypton it will be ionized via penning transfer, if present. This xenon in the
krypton is thought to have been introduced via a small leak, 3 × 10−9 mbar L/s, across
the proportional valve separating chamber A from the purifier used for xenon which is
kept slightly over pressurized at 1.1 bar to maintain purity. This xenon accumulated
over a month would amount to a contamination of ∼5 × 10−8 of the 1 kg of krypton.
Independent verification using an RGA shows a similar xenon concentrations on the
order of ∼10−7 .
The xenon contaminating the krypton is shown for a single run at 3 bar of krypton
in figure 5.17. This runs spectrum is again fingerprinted for the isotopic abundances of
selected molecular entities. The main components again include xenon dimers, xenon,
and xenon hydride-hydroxide. A new major component observed is krypton-xenon
excimers. Krypton, and krypton hydride are also observed. However no evidence is
seen for a xenon hydride component and the evidence for krypton hydride is weak;
this suggests that the fitted values for the xenon hydride in the xenon operations
and the krypton hydride in krypton operations are rather due to mass dependence
of the transport through the full system near a threshold based on the mass of the
background gas. Unidentified mass peaks at 89 u, 105 u and 127 u account for 3 % of
the 2.5 × 105 Hz flux. No convincing evidence of

252

Cf fission fragments is observed.

Were the observed rate of the 105 u peak due to fragmentation it would account for all
the expected fragment production. Less than 100 Hz of the flux might be attributable
to the fission fragments.

5.3.3

Identification of species passing through the SPIG

Downstream of the RF-only ion-funnel, additional filtering on the charged molecular
entities is performed by the SPIG and OIGs. Quadrupole guides with an instability
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Figure 5.18: The amplitude of the RF voltage applied to the SPIG is scanned as
a separate handle on the molecular entities passing through the RF-only ion-funnel.
For comparison against species the observed counts are scaled for a maximum of 1 per
species. The xenon dimers and xenon hydride-hydroxide exhibit identical response
while differing by almost a factor of two in mass; this suggests that xenon hydridehydroxide is not created upstream of the SPIG, but rather in the LTQ.
introduced, commonly by a DC bias between neighboring rods, will eventually eject
lower mass ions when the amplitude of the RF voltage is increased [115]. Multipole
ion guides, such as the SPIG and OIGs, are more stable than quadrupole guides and
will not have such a high amplitude cutoff for transmission [95] Thus, for a given
mass and charge entity when the RF voltage is applied at a fixed frequency, the
transmission will tend to increase with increasing amplitude.
The RF voltage is coupled into the SPIG and OIGs using resonant circuits, at a
fixed frequency of 2 MHz, while the amplitude can be scanned as a separate means of
distinguishing molecular entities that pass through the RF-only ion-funnel than that
provided by the LTQ. Molecular entities with distinct masses will tend to achieve
transmission through the SPIG at different amplitudes of RF voltage, with heavier
entities requiring greater applied amplitudes for a similar transmission efficiency.
Observations show that this is not the case for the xenon dimers and xenon
hydride-hydroxide fingerprinted in the LTQ spectra. These molecules show the same
response in transmission through the SPIG against amplitude as each other, in both
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krypton and xenon operations. See figure 5.18, for a comparison of the fitted components in a krypton gas operation as the SPIG amplitude was scanned. A fixed ratio
between the xenon dimers and xenon hydride-hydroxide was also observed across
various pressures, see figure 5.10. A potential explanation would be that the xenon
dimers are interacting with water in the LTQ, producing the observed xenon hydridehydroxide. The LTQ is only able to be pumped down to 10−6 mbar, and is operated
at only 2 × 10−5 mbar of helium.
Transport through the SPIG has been simulated, for the measured pressures in
chamber C, with SIMION. The simulation uses a simple hard sphere collision model
for the background gas with only an average mass and no charge-exchange. The transport through the SPIG shows general agreement with SIMION simulations. However
it fails for ions of the same species as the background gas, where data continues to
increase in transmission for greater amplitudes. This suggests some process not modeled dominates the transmission of these species, such as charge exchange with the
background gas.

5.4

Summary

Xenon and xenon dimers are extracted, from up to 10 bar xenon and krypton gas
using the RF-only ion-funnel, and identified by their isotopic abundances using the repurposed commercial LTQ. The exact efficiency of barium ion transport through the
RF-only ion-funnel was unable to be determined, as no barium was directly identified.
However, from the agreement of the shape of the response to the amplitude of the
RF voltage applied to the funnel in data and in simulations, we see hints that the
simulations are accurate and that the efficiency is near unity. With discrepancies at
lower amplitudes likely due to worse coupling into the later ion guides not reflected
in simulations of just the funnel.
Further work is critical to precisely understand the RF-only ion-funnel. This
includes separate measurements of the efficiencies for transport through the SPIG
and OIGs, and the efficiency of observation in the LTQ. As well as greater control
over the ion production in the high pressure gas, and measurement of the efficiency
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of transport to the nozzle. Upgrades are planned to address these issues and perform
improved extraction studies.
5.4.0.1

Future Plans

The prototype system with the LTQ, less the gas handling portion, has been shipped
to McGill and is currently undergoing recommissioning before future studies of ion
extraction from heavy, high pressure gas. The system will eventually be upgraded to
deal with some of the issues noted here.
The first issue is to improve the method of ion production. The radioisotope
sources were easy to operate in the 10 bar gas, as they are self contained, requiring
no outside access, and can be constructed to achieve low fluxes. However their ion
production is strongly pressure dependent, rendering efficiency studies difficult. Furthermore their intensity is not controllable. A laser ablation source, see [116], could
resolve these issues. Either barium or cesium could be produced with such a source,
where the cesium would have the advantage of producing a single isotope for initial
investigations. The operation of such a laser ablation source in combination with
an RF-only ion-funnel has been previously proposed [117], and is undergoing initial
testing [118]. The efficiency of extraction from the high pressure chamber can also
be increased by including a DC voltage gradient so that the ions are extracted from
stagnant volumes immediately in front of the source.
Second, the positioning of the RF-only ion-funnel in the center of the cryopump
chamber added greatly to the complexity of the system in terms of access and later
transport stages. Ideally, the the RF-only ion-funnel would be installed in a separate
chamber separated from the high capacity cryopump chamber with a throttle valve,
this would allow control over the pressure around the funnel which has been shown
to greatly effect the ion transport performance of the RF-only ion-funnel (in argon
in [59]).13 With this new chamber of size similar to that of the funnel, the later stages
could be simplified and reduced in length as they would be immediately accessible to
13

Furthermore, placing the funnel in a separate chamber would completely isolate it from cryogenic effects. In initial operations, differential contraction of the rods aligning the funnel may have
misaligned the final electrode and the aperture between chambers B and C and introduced an up to
30 % efficiency hit before installing the extra set of baffles.
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install a turbo pump.
Finally, for the tagging purpose, the full barium tagging sequence (per figure 2.4)
from gas xenon must be demonstrated. The undertaking of assembling the various
steps into a unified chain is planned at Carleton University.

Appendix A
Coincidence cut
Historically, for low background physics data, EXO-200 has required that events are
not within 1 s of any other event; i.e. that the event at time t is the only one in
[t−x, t+x], where x = 1 s. This cut was implemented in order to avoid any issues with
bismuth-polonium (BiPo) coincidences, issues with frame edges, and the possibility of
unknown (possibly cosmogenic) backgrounds correlated in time. The 0νββ and 2νββ
should have no time correlations with any other event, and the in-efficiency of the cut
will be just the chance that the event is the only one in this 2 s period, based on the
rate. At 1 s this cut results in an efficiency hit of 93 % that is measured only on the
low background data, as such time correlations are not computed from the MC.
Since then a more complete description of the detector has been compiled, including an in-depth cosmogenics study [54]. This reiterated that BiPo coincidences were
the only backgrounds correlated on timescales .1 s. The
decay from

214

214

Po decay following the

Bi has a 0.16 ms half-life, which is much shorter than even the frame

length of 2 ms. Such events and effects on the order of the frame length are well
covered even by an x of 10 ms. This cut can be relaxed to 100 ms at which point
there is less than a percent of efficiency loss (99.5 %), and the cut is still sufficiently
conservative. The coincidence time x was scanned in figure A.1 and the efficiency
was computed as simply a ratio of events only failing this coincidence cut with all
√
other analysis cuts. Relaxing this cut should regain ≈ 1/ .93 ∼3–4 % of sensitivity
to 0νββ.
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Figure A.1: The TPC event coincidence cut was scanned down from 1 s. The efficiency
of the cut on the full Phase-I SS and MS datasets (with the energy range near Qββ
blinded) are shown with statistical errors. At 100 ms the efficiency is 99.5 %.
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Figure A.2: Total background rate for fits to phase I blinded data in the blinding
energy region (blue) as a function of the duration of the coincidence cut. The rate is
then scaled by the efficiency over the full analysis range, and no difference in rate is
observed.
A series of other checks was also performed. No evidence of backgrounds with
a coincidence period near 100–1000 ms was observed. Most importantly none were
observed near Qββ . Figure A.2 shows the fitted rate of backgrounds observed in the
energy blinding region for fits to blinded phase I data and its independence from the
duration of the coincidence cut. The estimate of the efficiency of the cut is robust
within errors which is shown in figure A.3. This compares the consistency between
efficiency as measured by the ratio of fitted 2νββ counts with a cut versus without the
coincidence cut, and an analytic form that estimates coincidence rates for a Poisson
process with the observed rate of total events.
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Figure A.3: The efficiency of the coincidence cut is calculated in two ways: as the
ratio of fitted 2νββ counts with a cut versus without the coincidence cut (black circles
and dotted line), and an analytic form that estimates coincidence rates for a Poisson
process with the observed rate of total events (blue square). Courtesy Caio.

Appendix B
Supplemental Figures for GXe
A few additional figures that are informative, but not critical to the story of extraction
with the RF-only ion-funnel, as detailed in chapter 5.
B.1 RF-only ion-funnel and nozzle
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B.2 Prototype System with LTQ
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B.3 Simulated RF-only ion-funnel response
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Figure B.1: A photograph of the flange containing the nozzle (left) and the RF-only
ion-funnel (right). The funnel mounts to the nozzle flange with four screws, and the
two parts are electrically isolated by the ceramic disc shown on the nozzle flange.
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Figure B.2: Diagrams for the prototype system, the gas handling
system (top), cryopump chamber (top), and the LTQ system
(right). The RF-only funnel is
located in chamber B, centered
above the cryopump. The LTQ
setup is on rails and is inserted for
operations when GV2 is open, and
withdrawn before GV2 is closed
for xenon recovery. During operations, the capillary (N2 vent)
in to the LTQ is replaced with a
sealed one. In initial tests, a CEM
was used for ion observation and
was placed in a chamber where the
LTQ attaches.
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Figure B.3: The simulated dependence of the transmission through only the RF-only
ion-funnel on the amplitude of the RF voltage applied for singly charged barium
ions (of 136 u) and singly charged xenon dimers (of 272 u) is compared for selected
pressures of GXe (here also 136 u) applied in chamber A. The effect of coupling
into downstream ion optics (the SPIG) is not accounted for, which may tend to
cause disagreement between data and simulations at lower voltages where ions are
transported with a larger emittance. Simulated efficiencies from [114].
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